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Abstract

very ad-hoc procedure, and unlikely to result in an optimised
or coherent agent.
Alternatively, our intuition says that among the many alternatives, a desire should be selected that is not only most
desired, but also most coherent with the agent’s set of beliefs,
other desires, and plans. The same is true to incorporate a
new perception (belief). A new perception is incorporated
only when it is coherent within the set of cognitions. The
same happens when adopting a plan. That is, the model is
essentially dynamic, where beliefs, desires and intentions are
subject to the criterion of coherence maximisation. Here we
propose to incorporate such a reasoning to artificial agents.
We do so over the basic BDI architecture, but the process
of deliberation and action selection is inspired by coherence
maximisation inspired from Thagard’s theory of coherence.
Seen in a broader context, the theory of coherence can draw
parallels with other established theories. The philosophers of
science have long argued about what “claims” in a theory can
be supported. Popper’s view on the progress of knowledge [9]
sees falsifiability as the main driving force, and knowledge as
an evolving body that follows a process in which a number of
theories ‘compete’ to account for a problem situation. When
a set of theories is set, falsification is then the process that
makes some theories fail, while allowing others to survive. In
his view survival does not mean truth but ‘fitness’ to the situation. The notion of truthlikeness is for Popper a notion of
verosimilitude (V (a) = T (a) − F (a)) that accounts for the
comparison between the truth content of theory a and the falsity content of a, which permits to rank theories. As we will
see later in this paper this concept is similar to the notion of
’strength’ of a partition in a coherence graph. Falsification of
a theory can be associated to the introduction of a highly incoherent fact that will make certain statements to be removed
from the accepted set of claims. Although Popper would reject a complete theory as soon as empirical evidence would
go against it, Kuhn [10] would consider that scientists tolerate a certain level of anomalies (in our context a certain level
of incoherence) for a long time until a revolution happens in
which a complete new theory is accepted and an old one rejected. This latter phenomenon may be reproduced in our
context, as we will see, by the fact that partitions in graphs
can change abruptly when two theories are similarly coherent
and a new experimental result is added leading to a swap in
the set of accepted claims. The reconciliation point made by

In this paper, we propose a coherence-driven approach to action selection in agents. The mechanism is inspired by the cognitive theory of coherence as proposed by Thagard . Based on a proposal
to extend BDI agents with coherence, we interpret,
how action selection can be viewed as a coherencemaximising problem. Contrasted against the classical BDI approach to action selection where actions
are selected against a pre-determined set of beliefs
and desires, this method offers a dynamic view of
the cognitions of an agent, where a set of beliefs desires and intentions are selected together to keep the
coherence of the agent. We illustrate the approach
by simulating how a coherence-driven robot selects
its next action to pursue.

1

Introduction

A BDI-based reasoning process consists of a deliberative cycle in which an agent decides what state of affairs it wants
to achieve from among all those desirable states of affairs [4;
15; 14]. The output of the deliberation process is a set of intentions (desires that the agent wants to pursue paired with a
‘top-level’ plan of action) [1]. Once the intentions are created
and their associated preconditions (in the form of a set of beliefs) are met, then it is immediate that these intentions are
realised.
As it should be apparent, there are a few major difficulties
with this kind of reasoning. Among the many alternatives, it
is not clear how a particular desire or a set of desires are chosen to be pursued further. In a graded cognitive agent, this
could be done simply by selecting the desire that has the highest degree [3]. However, such a selection will not guarantee
that the chosen desire is the best to be satisfied. To qualify for
it, a desire should be consistent with most of the fundamental
beliefs of the agent, and it should not conflict with other desires which are already in pursuit. Finally, this desire should
be realisable. The last point is taken into account in the BDI
deliberation cycle, however, not during the selection of the
desire, rather at the point where intentions are generated [4;
15]. At this point, conflicts with other intentions may be discovered. In such cases, the plan is aborted and another plan
or another desire itself has to be chosen. However, this is a
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Lakatos [11] would be that scientific theories contain a hard
core that contains the most crucial claims of the theory plus
a protective belt of auxiliary hypothesis that in case of contradiction with the facts will be modified or removed while
keeping the central core, of course until a major difficulty is
found that leads to a drastic change of the core. The use of
degrees in claims and the algorithmic introduced in the paper will show that we might implement a similar mechanism
by eliminating first the auxiliary hypothesis (those with lower
degrees of belief) before removing the hard core ones (with
higher probability degrees).
In the remaining of the paper, we introduce Thagard’s theory of coherence, and the coherence framework used to explain action selection in Section 2. In Section 3 we explain the architecture of a coherence-driven agent and explain
coherence-driven action selection. With the help of an example, we illustrate the theory in Section 4 and conclusion and
future works are in Section 5.

2

If {v, w} complies with one of the above conditions, then,
Thagard defines it as a satisfied constraint. Then the coherence problem is to maximise the sum of the weights of the
satisfied constraints.
Thagard further proposes six main kinds of coherence: explanatory, deductive, conceptual, analogical, perceptual, and
deliberative, each with its own array of elements and constraints. Once these elements and constraints are specified,
then the algorithms that solve the general coherence problem
can be used to compute coherence in ways that apply to specific domain problems.

2.1

Comparison with Other Decision Theories

Keeping Thagard’s approach to coherence as maximising
constraint satisfaction, we try to understand the main concept behind this theory. We associate coherence with an everchanging system where coherence is the only property that is
preserved, while everything around it changes. In cognitive
terms, this would mean that, there are no beliefs nor other
cognitions that are taken for granted or fixed forever. Everything can be changed and may be changed to keep coherence.
We humans tend to revise or re-evaluate adherence to social
norms, our plans, goals and even beliefs when we are faced
with incoherence. We do not suppose that taking decisions
based on coherence imply an unstable system. Our claim is
based on the fact that some beliefs are more fundamental than
others, in line with Lakatos. Revision of such fundamental
belief is less frequent compared to other beliefs. In coherence terms, these beliefs are fundamental because they support and get support from most other cognitions and hence
are in positive coherence with them. Hence, such beliefs will
almost always be part of the chosen set while maximising coherence. The same is the case with other cognitions while
the process of coherence maximisation further helps resolve
conflicts by selecting among the best alternatives.
When applied to decision making, this means that we may
not only select the set of actions to be performed to achieve
certain fixed goals, but also look for the best set of goals to
be pursued. Further, since coherence affects everything from
beliefs to goals and actions, it may happen that beliefs contradicting a decision made are discarded. There are psychological theories such as cognitive dissonance [5] that explains this
phenomenon as an attempt to justify the action chosen. Thus,
with coherence we are looking at a more dynamic model of
cognitions where one picks and choses goals, actions and
even beliefs to fit a grand plan of maximising coherence. In
concrete terms, a highly desired state of the world (preferred
in a classical sense) may get discarded in front of a less desired state of the world because it is incoherent with the rest
of the beliefs, desires or intentions.
As discussed in [16], this view of decision making is very
different from those of classical decision making theories
where the notion of preference is atomic and there is no conceptual understanding of how preferences can be formed. In
contrast, coherence based decision making tries to understand
and evaluate these preferences from the available complex
network of constraints. The assumption here is more basic
because the only knowledge available to us are the various
interacting constraints between pieces of information.

Thagard’s Theory of Coherence

In this section, we discuss the intuitions behind Thagard’s
Theory of Coherence and introduce a coherence framework
based on this theory.
Paul Thagard is one of the philosophers who have attempted to introduce a computational interpretation of coherence. Thagard postulates that the theory of coherence
is a cognitive theory with foundations in philosophy that
approaches problems in terms of the satisfaction of multiple constraints within networks of highly interconnected elements [16; 17]. At the interpretation level, Thagard’s theory of coherence is the study of associations, that is, how
a piece of information influences another and how best different pieces of information can fit together. Each piece of
information imposes constraints on others, the constraints
being positive or negative. Positive constraints strengthen
pieces of information, thereby increasing coherence, while
negative constraints weaken them, thereby increasing incoherence. Hence, a coherence problem is to put together those
pieces of information that have a positive constraint between
them, while separating those having a negative constraint.
Coherence is maximised if we obtain such a partition of information where a maximum number of constraints is satisfied.
Thagard’s Formalisation
Thagard formalises coherence as follows [16]: The basic notions are that of a set of pieces of information which are represented as nodes in a graph V = {vi } and weighted links
or constraints E = {{v, w}} between these nodes. Further,
some of these constraints are positive (C + ) and others negative (C − ) and associated with each constraint a number ζ
which indicate the weight of the constraint. Given these, maximising coherence is formulated as the problem of partitioning V into two sets, A (accepted) and R (rejected), in a way
that maximises compliance with the following two coherence
conditions:
1. if (v, w) ∈ C + then v ∈ A if and only if w ∈ A.
2. if (v, w) ∈ C − , then v ∈ A if and only if w ∈ R.
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2.2

Coherence framework
V

Since we consider coherence-driven agents, in this section
we summarise a generic coherence framework that will allow us to build coherence-driven agents. The framework is
introduced in the work of Joseph et al [8; 7] based on Thagard’s theory. It differs from other coherence-based frameworks in extending agent theories [2; 13] as in this framework coherence is treated as a fundamental property of the
cognitions of an agent. Further, it is generic and fully computational. In the following we briefly introduce the necessary definitions of this framework to understand the formulation of coherence-driven action selection. The intuition behind these definitions and a few examples are given in [8;
7]. The core notion is that of a coherence graph whose nodes
represent pieces of information and whose weighted edges
represent the degree of coherence or incoherence between
nodes.

ζ({α, α➝β})
partition

1

1
α

-1

¬α

κ(g) = max σ(g, A)
A⊆V

If for some partition (A, V \ A) of V , the strength of the
partition is maximal (i.e., κ(g) = σ(g, A) then the set A
is called the accepted set and V \ A the rejected set of the
partition. A typical coherence graph is as shown in Figure 1.
Due to Equation 1, the accepted set A is never unique for
a coherence graph. Moreover, there could be other partitions
that generate the same value for κ(g). Here we mention a few
criterias to select an accepted set among the alternatives. If
A1 , A2 , · · · , An are sets from all those partitions that maximise coherence of the graph g, based on one of Thagard’s
principles (which we will formalise in the next definition) on
deductive coherence[16] that intuitively obvious propositions
have an acceptability on their own, we say an accepted set is
the one in which the intuitively obvious propositions belong.
Further, the coherence of the sub-graphs (g|Ai , i ∈ [1, n])
gives us an indication of how strongly connected they are.
The higher the coherence,the more preferred the corresponding accepted set. And lastly, an accepted set with more number of elements should be preferred to another with less.
We now need a way in which the coherence graphs just defined can be constructed. That is, we need to define function
ζ. As the nature of relationship between two pieces of information (corresponding to the different types of coherence
as mentioned in the introduction) can vary greatly, we do not
have one unique coherence function. That is, in an explanatory coherence, two pieces of information are coherent when
they are related by an explanation. Thagard proposes certain
principles to characterise coherence in each of the different
types. Here we define one such coherence function which is
inspired from Thagard’s principles of deductive coherence.
Thagard’s principle mainly states that a proposition coheres with propositions that are deducible from it, propositions that are used together to deduce something cohere with
each other, the more hypotheses it takes to deduce something,
the less the degree of coherence, contradictory propositions
are incoherent with each other1 . Since some of these principles make sense only in the context of a theory presentation,

2. E ⊆ {{v, w}|v, w ∈ V } is a finite set of edges representing the coherence or incoherence between pieces of
information, and which we shall call constraints.
3. ζ : E → [−1, 1] \ 0 is an edge-weighted function that
assigns a negative or positive value to the coherence between pieces of information, and which we shall call coherence function.
Every coherence graph is associated with a number called
the coherence of the graph. Based on Thagard’s formalism,
this can be calculated by partitioning the set of nodes V of the
graph in two sets, A and V \A, where A contains the accepted
elements of V , and V \ A contains the rejected ones. The aim
is to partition V such that a maximum number of constraints
is satisfied, taking their values into account. A constraint is
satisfied only if it is positive and both the end nodes are in the
same set, or negative and the end nodes are in complementary
sets. The following definitions help clarify this idea.
Definition 2.2 Given a coherence graph g = hV, E, ζi, and
a partition (A, V \ A) of V , the set of satisfied constraints
CA ⊆ E is given by
˛

ff
˛ v ∈ A iff w ∈ A when ζ({v, w}) > 0
{v, w} ∈ E ˛˛
v ∈ A iff w 6∈ A when ζ({v, w}) < 0

All other constraints (in E \ CA ) are said to be unsatisfied.

Definition 2.3 Given a coherence graph g = hV, E, ζi, the
strength of a partition (A, V \ A) of V is given by
X
| ζ({v, w}) |
{v,w}∈CA

|E|

1

Notice that, by Definitions 2.2 and 2.3,
σ(g, A) = σ(g, V \ A)

¬β

-1

Definition 2.4 Given a coherence graph g = hV, E, ζi and
given the strength σ(g, A), for all subsets A of V , the coherence of g is given by

1. V is a finite set of nodes representing pieces of information.

σ(g, A) =

β

1

Figure 1: A typical coherence graph with a coherence maximising partition

Definition 2.1 A coherence graph is an edge-weighted undirected graph g = hV, E, ζi, where

CA =

α➝β

E

here we do not formalise the principle that intuitively obvious
propositions have a degree of acceptability on their own. This we
keep it as a disambiguation criteria to select among accepted sets.

(1)

49

we assume a theory presentation T in a multi-valued propositional logic while formalising these principles. We use a
multi-valued logic to model uncertainty in agents, though
Thagard’s principles, we assume, are based on a boolean
world. We formalise Thagard’s principles in terms of a support function ηT which extract a coherence value between
two nodes if either one implies the other, or together they are
used to imply a third node (assuming some sort of deduction
theorem such as T , α ` β implies T ` α → β). We also
normalise the values between [−1, 1].
Definition 2.5 Let L be the set of all propositional sentences
of a multi-valued propositional logic. Let T ⊆ L be a finite theory presentation and Γ ⊆ T and γ ∈ L. A support
function ηT : L × L → [−1, 1] with respect to T is given by
n
8
8
2·F→ (ρ(α),ρ(β))−1
>
>
|
max
>
>
|Γ|
>
>
>
>
>
>
>
< ∃Γ ⊆ T : Γ, α ` β ; α 6` β} ,
>
>
>
< max
n
>
>
2·F→ (ρ(α),F→ (ρ(β),ρ(γ)))−1
ηT ({α, β}) =
>
max
|
>
>
|Γ|+1
>
>
:
>
>
∃Γ
⊆
T
:
Γ,
α,
β
`
γ
;
α,
β
`
6
γ}
>
>
>
>
>
:
undefined
otherwise

norms and other social commitments. Further, these are cognitive agents based on BDI theory [14] and are modeled as
a multi-context architecture (developed by Casali et al. [3]),
which consists of a set of contexts and a set of bridge rules
between contexts. Each context has its own language, logic
and theory expressed as coherence graphs. Bridge rules turn
formulae derivable in one or more contexts into premises for
derivations for another context. We assume that each agent
has its beliefs, desires, and intentions stored in its belief context CB , desire context CD , and intention context CI .

3.1

9
>
>
>
>
>
=
>
>
>
>
>
;

where F→ is the truth connective defined for L and ρ(α) gives the
truth value of α.

Thagard in his principles emphases the fact that, though a
coherence value can be derived from the underlying implication relation, coherence functions are always symmetric. Due
to this, even if there may only be a deductive relation in one
direction, there will be a deductive coherence in both directions. Hence, we define the deductive coherence between two
propositions as the value of the stronger ηT values.
Definition 2.6 Let L be the set of all propositional sentences
of a multi-valued propositional logic. Let T ⊆ L be a finite
theory presentation and let ηT : L×L → [−1, 1] be a support
function. A deductive coherence function ζT : L × L →
[−1, 1] \ {0} with respect to T is a partial function given by:
For any pair (α, β) of formulas in L,

ζT ({α, β}) =

8
max(ηT (α, β), ηT (β, α))
>
>
>
if ηT (α, β) and ηT (β, α) defined, 6= 0
>
>
>
>
>
>
>
ηT (α, β)
>
>
>
>
if ηT (α, β) defined and 6= 0
>
>
>
>
and ηT (β, α) undefined or = 0
>
<
ηT (β, α)
>
>
>
>
if ηT (β, α) defined and 6= 0
>
>
>
>
and ηT (α, β) undefined or = 0
>
>
>
>
>
>
>
undefined
>
>
>
>
if ηT (α, β) and ηT (β, α) are undefined
:
or = 0

Note that both the support function and the deductive coherence function are partial functions. This is because we interpret zero coherence as the propositions not being related.

3

Cognitive Contexts

Here we briefly describe how a belief context CB is defined
while desire CD and intention CI contexts are similar [8; 3].
CB consists of a belief logic and a theory TB of the logic
expressed as a coherence graph.
A belief logic KB consists of a belief language, a set of
axioms and a deductive relation defined on the belief logic
hLB , AB , `B i. The belief language LB is defined by extending the classical propositional language L defined upon a
countable set of propositional variables P V and connectives
(¬, →). L is extended with a fuzzy unary modal operator B.
The modal language LB is built from the elementary modal
formulae Bϕ where ϕ is propositional, and truth constants
r, for each rational r ∈ Q ∩ [0, 1], using the connectives
of Łukasiewicz many-valued logic. If ϕ is a proposition in
L, the intended meaning of Bϕ is that “ϕ is believable”. A
modal many-valued logic based on Łukasiewicz logic is used
to formalise KB 2 .
Definition 3.1 [3] Given a propositional language L, a belief language LB is given by:
• If ϕ ∈ L then Bϕ ∈ LB
• If r ∈ Q ∩ [0, 1] then r ∈ LB
• If Φ, Ψ ∈ LB then Φ →L Ψ ∈ LB and Φ&Ψ ∈ LB
(where & and →L correspond to the conjunction and
implication of Łukasiewicz logic)
We call TB a theory in the language LB .
Other Łukasiewicz logic connectives for the modal formulae
can be defined from &, →L and 0: ¬L Φ (defined as Φ →L 0).
Formulae of the type r →L Ψ (the probability of ϕ is at least
r) will be denoted as (Ψ, r).
The axioms AB of KB are:
1. All axioms of propositional logic.
2. Axioms of Łukasiewicz logic for modal formulas (for
instance, axioms of Hájek’s Basic Logic (BL) [6] plus
the axiom: ¬¬Φ → Φ.)
3. Probabilistic axioms, given ϕ, ψ ∈ L :
• B(ϕ → ψ) →L (Bϕ → Bψ)
• Bϕ ≡ ¬L B(ϕ ∧ ¬ψ) →L B(ϕ ∧ ψ)
The deduction rules defining `B of KB are Modus ponens
and Necessitation for B (from ϕ derive Bϕ).
Note that the truth function ρ : LB → [0, 1] is defined
by means of the truth-functions of Łukasiewicz logic and the
probabilistic interpretation of beliefs as follows:

Coherence-driven Agent Architecture

A coherence-driven agent is an agent which always takes an
action based on maximisation of coherence of its cognitions,

2
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We could use other logics as well by replacing the axioms.

• ρ((Bϕ, r))3 = r for all r ∈ Q ∩ [0, 1]

3.3

• ρ(ϕ & ψ) = max(ρ(ϕ) + ρ(ψ) − 1, 0) for all ϕ, ψ ∈ LB

Figure 2 shows the architecture of a coherence-driven agent.
At any time, it can either perceive the environment (updates
beliefs) or make a decision about a future action. In the
event of a new information, an agent re-evaluates its theory,
hence recomputes both the coherence graphs and the coherence maximising partition. If the new information falls in
the accepted set then it reinforces the theory and the theory
becomes more coherent. However, if it falls in the rejected
set, then it contradicts some of the elements of the accepted
theory to make the theory more coherent again in line with
Lakatos. In the process, some of the existing elements may
move from accepted to rejected or vice versa. An agent always bases its decisions on the accepted theory.

• ρ(ϕ →L ψ) = min(1 − ρ(ϕ) + ρ(ψ), 1) for all ϕ, ψ ∈ LB

Then a coherence graph over beliefs is defined over the belief
logic KB as follows:
Definition 3.2 Given a belief logic KB = hLB , AB , `B i
where LB is a belief language, AB are a set of axioms and
`B are a set of deduction rules, a belief coherence graph
gB = hVB , EB , ζB i is a coherence graph defined over `B
and a finite theory TB of LB such that:
• V B ⊆ TB
• E is a set of subsets of 2 elements of VB

Architecture

• ζTB is defined over `B and TB .
A belief coherence graph exclusively represents the graded
beliefs of an agent and the associations among them. A desire
coherence graph (gD ), and an intention coherence graph (gI )
over logics LD , and LI are similar.

3.2

Theory
Revision

Bridge Rules

2 :ψ
Bridge rules are inference rules of the form b = C1 :ψ,C
C3 :ψ
whose premises and conclusion are labelled formulas where
the labels denote the contexts they are taken from. They carry
inferences between theories of different logics. Since our theories become coherence graphs, we need two functions to emulate the execution of bridge rules over coherence graphs. If
G denote the set of all coherence graphs, then a graph node
extension function (ε : G n → G n ) takes into account the influence of graphs (theories) on each other. An edge extension
function ( ι : G n → G) joins a set of graphs by adding edges
between the nodes participating in the inference. Since we
treat bridge rules similar to any other implication relations,
we use Definition 2.6 itself to calculate the coherence values
on these edges. We now illustrate the concept of bridge rules
when the contexts are coherence graphs (the formal definitions can be found in [8]).

External Environment

Figure 2: A coherence-driven agent architecture

3.4

Coherence-driven Action Selection

As discussed in the introduction, the philosophy behind a
coherence-driven action selection is substantially different
from other typical goal-driven approaches to action selection.
A BDI-based agent, at anytime selects a goal to pursue, and
looks for what actions would satisfy that goal. It is argued
that, this would reduce the attention problem of the agent,
giving it a stable behaviour. However, as argued in the introduction, this has many difficulties such as incorporating new
perceptions, analysing conflicts between goals, and analysing
feasibility of actions to achieve goals. This is due to the philosophical grounding of the theory for which the basis for an
action is the expectation of a desired outcome.
As suggested in the introduction, coherence-driven reasoning offers a more holistic view on action selection. The philosophical theories of action suggest that an agent is influenced
by a reason, and his action is consequently performed for that
reason, when he is influenced by a representation of the action
that makes it intelligible to him. Naturally, this representation
may make the action intelligible precisely by setting it in the
context of his desires and expectations, but his reason for action consists in this cognitively attractive representation of it
rather than in the desires and expectations to which it alludes.
A reason is a rationale, in the light of which an action makes
sense to an agent, and promoting a desired outcome is one
such rationale [18]. The coherence-driven approach we propose here attempts to capture this representation, which gives
the agent the necessary rationale for action.

Example 3.1 Let’s assume, for instance, that an agent
wants it to be the case that whenever it has an intention
(Iϕ, r) in the intention graph (a formula in the theory TI ),
then the corresponding belief (Bϕ, r) is inferred in the
belief graph (added to the theory TB ). i.e., Given a bridge
D :(Dψ,s)
where contexts CB , CD ,
rule b = CBC:(Bψ,r),C
I :(Iψ,min(r,s))
and CI have the coherence graphs gB , gD and gI associated with them respectively and given (Bψ, 0.95) ∈ gB ,
(Dψ, 0.95) ∈ gD function ε adds a node (Iψ, 0.95) to gI .
Let’s further assume that our agent further wants it to be
the case that, the belief and the intention nodes are related
and have a positive coherence between them. The edge extension function ι joins the graphs gB , gD and gI associated
with the contexts in the bridge rule by adding the edges
{{(Iψ, 0.95), (Bψ, 0.95)}, {(Iψ, 0.95), (Dψ, 0.95)}} with
coherence values equal to 2·ρ((Iψ,0.95))−1
= 0.9 from Def1
inition 2.5.
3

Action

Observations

(Bϕ, r) ≡ r̄ → Bϕ
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At any time a coherence-driven agent selects the most preferred action from its current accepted set of a coherence
maximising partition. Any external stimuli interrupts the action selection process and forces the representation of the
cognitions to go through a re-evaluation of coherence, resulting in some of the currently accepted cognitions to be rejected
and vice versa. A procedure that a typical coherence-driven
agent follows is outlined in the following.
Given the current coherence graphs gB , gD , and gI and
their composition ςg and an external stimuli (Kϕ, r) where
K ∈ {B, D, I}
1: if (Kϕ, r) then
2:
v := (Kϕ, r)
3:
VK := VK ∪ {v}
4:
for all w ∈ VK do
5:
compute ζ({v, w}) using Definition 2.6.
6:
if ζ({v, w}) is defined then
7:
EK := EK ∪ {{v, w}}
8:
end if
9:
end for
10:
compute a composite coherence graph ςg as in [8] and
Example 3.1.
11:
for all (Ai , V \ Ai ), Ai ⊆ V do
12:
calculate σ(ςg , Ai ) using Equation 2.3
13:
end for
14:
κ := κ(ςg ) using Equation 2.4
15:
A := Ai | max(σ(ςg , Ai ))
16: end if
17: current action := max{(Iϕ, r)|(Iϕ, r) ∈ A}

based polynomial-time approximation algorithm to compute
partitions and their corresponding coherences.
Since coherence maximisation dynamically choses the
most coherent partition, the robot at any instant choses the set
of beliefs, desires and intentions (actions) that it wants to pursue. There is one single persistent desire for the robot, which
is to earn points. It has certain domain knowledge which indicates how to get its desire satisfied. This domain knowledge
is encoded as a belief (B(move → points), 1) says that a
move will fetch a point with a confidence degree 1. A bridge
rule b1 is used to reason with the beliefs and desires.
b1 =

b1 injects a new desire p given the desire of q and a belief
that p facilitates q with appropriate degrees. Further, using b1 and the belief that having energy enables move, i.e.,
(B(energy → move), 1), a new desire to have “energy”
is generated. A third desire to “plug” is generated using
the bridge rule and the belief that plugging gives energy, i.e,
(B(plug → energy), 1). The chain of desires and their coherence links are illustrated in Figure 3.
(D plug,
0.95)

(D energy,
0.95)

1

1

1

(B plug
→energy, 1)

r

Line 1 checks for external stimuli. If there are any, then,
lines from 2 to 9 updates the graphs by incorporating the stimuli and its influences on existing elements of the observed
cognition. Line 10 builds up the reasoning across contexts
by composing the coherence graphs. Lines from 11 to 14 determines the coherence maximising partition. This is done
by first computing the strength of each partition using the
function σ and choosing the partition (A, V \ A) for which
σ(g, A) is maximal. This part of the algorithm only gives the
simplest solution, however, finding a maximising partition of
a weighted graph is known to be an NP-complete problem.
There are approximation algorithms exist to find the solution
to this problem such as max-cut, neural network based algorithms. Line 17 determines the current action by selecting the
action from A which has the highest preference.

4

CB : (B(p → q), α), CD : (Dq, β)
CD : (Dp, min(α, β))

1

1

(D move,
0.95)
1

(D points,
0.95)

1

1

1

(B energy
→move,1)

(B move
→points,1)

Chain of reasoning

Figure 3: How one desire triggers another
The robot uses a second bridge rule b2 that states that every
desire with a corresponding belief that the desire is achievable, generates a corresponding intention (realistic agent).
b2 =

CB : (Bp, α), CD : (Dp, β)
CI : (Ip, min(α, β))

Using this rule, it has the intention to move, intention to have
energy and intention to plug. Further, as in the case of desires,
the intention to move is connected to the intention to have
energy using another bridge rule b3 which is used to reason
across beliefs and intentions.
CB : (B(p → q), α), CI : (Dq, β)
b3 =
CI : (Dp, min(α, β))

Example

We consider a simple example to show how action selection
works in our architecture. A coherence-driven robotic agent
wants to choose between a set of possible actions(intentions)
corresponding to a set of desires (goals) it has. The scenario is
modelled like a grid in which at each cell the robot can chose
between two possible actions: “plug” to restore its energy or
“move” to earn points. It is further assumed that at every cell
in the grid, it is possible to perform both actions. With every
move the robot gains a point. Finally, the robot is equipped
with an energy sensor, which measures the remaining energy
at every time point, which influences the choices of the robot.
The results are based on an implementation of a heuristic-

Note that bridge rules b1 and b3 are very similar and motivated from the well known practical syllogism, “If I want q
and p realises q, then I should intend to do p”. Using b3 , we
have that the belief (B(energy → move), 1), (Ienergy, x)
and (Imove, x) are coherently related. The same is true of
(Ienergy, x) and (Iplug, x). Hence, similar to desires, a
chain of intentions and their coherence links are generated
(Figure 4).
As the only sensor for the robot (other essential sensors ignored) relevant to the problem is the energy sensor
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(D energy,
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1
1

1
(B plug, 1)

In the case x = 1 (Figure 6), there are no incoherence relations in the graph. However, it is due to the fact that, we are
deriving the belief about move from the belief about energy
needs. Though every node is part of the accepted set, notice
that the node with the highest grade will be pursued. In this
case the choice to plug will be pursued. The coherence of the
graph for this partition is 0.97777. The increase in coherence
is due to the fact that, there are no incoherence experienced
by the robot and hence all nodes are accepted. Most of the individual coherence values are equal to the maximum possible
(= 1).

(I move, min
(1-x,0.95))

b

(D move,
0.95)

1

1

a

(B move, 1-x)

1

(B energy, x)

a= 2.min(0.95-x + min(x,0.95),1)-1
b= 2.min(1-min(1-x,0.95)+ min(x,0.95),1)-1

Figure 4: Desires and intentions trigger other intentions
(I¬plug, 0)
1

(es ), at every time point a few of the cognitions gets affected due to the changes in sensor readings. That is, we
take that the grade on the belief that the quantity of energy needed changes inversely to the value of es . Further,
the belief that move is possible changes proportionally with
the value of es , using the modes ponens as (B(energy →
move), 1), (Benergy, x) → (Bmove, 1 − x). Finally, as it
is assumed that the robot can perform only one action at a
time, the essential conflict between intentions to “move” and
“plug” are expressed as (Imove, x) ⇔ (I¬plug, x).
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(B move
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1

(B move, 0)

a= 2.min(0.95-x + min(x,0.95),1)-1
b= 2.min(1-min(1-x,0.95)+ min(x,0.95),1)-1
c= 2.min(1.05-min(1-x,0.95),1)-1

These are the two extreme cases, and now we plot the behaviour of the robot in terms of the choice of action, and the
variation in coherence values at different energy levels in two
energy-cycles. As seen in the coherence graphs in Figures 5
and 6, when the energy requirement is 0 or close to 0, the
robot has some incoherences and selects only few of the cognitions as accepted. However, as the energy requirement increase, these incoherences disappear (due to the decreasing
intention for action “move”) and hence the robot becomes increasingly coherent with the action to plug.
Another graph which is interesting is the energy levels versus the choice of action as in Figure 8. This shows the expected actions of the robot at different energy levels. When
the energy need is in the range [0, 0.5] the robot choses to
move. However, if the energy need is in the range [0.6, 1],
then the robot choses to plug and restore the energy. Then,
its clear that as soon as the energy need raises to 0.6, the
robot take the action to plug. Thus, the energy need never
raises to a point beyond 0.6 (conservative behavior). Hence,
the actual behavior of the robot will be a repeating sequence
of {Move, Move, Move, · · · , Plug, Move, Move, · · · }, as the
intuition would make us expect.

(D points,
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1

1

Figure 6: x=1 (Robot has no energy)
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Given our robotic agent as described, we now pose the problem of action selection. That is, the robot has to decide what
action to perform at every time point. We say an “energycycle” is the time between two consecutive “plug” actions.
We take different energy levels and determine both the coherence of the robot and the coherence-driven choice of action. To understand how the coherence graph would look like,
we show the graph with the partition when the x = 0 (just
plugged) in Figure 5 and when x = 1 (there is no energy
left) in Figure 6. In the case x = 0, there is a clear partition
with the only intention selected is (Imove, 0.95). Hence it
is absolutely certain that, the robot should chose to move and
earn points. The coherence of the graph for this partition is
0.6533.

(I energy,
0.95)

1

Action Selection

(I¬plug, 0.95)

(I¬move,
0.95)

1

1

(B move, 1)

5

Relected

Discussion and Futurework

In this paper, we have introduced an alternative approach to
action selection based on coherence maximisation. The interesting aspects of this approach over more traditional BDI

Figure 5: x=0 (Robot has maximum energy)
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Figure 8: Action selection with different energy levels

approaches are that it takes a dynamic view of agent cognitions, can detect and resolve conflicts among cognitions, can
perform uncertainty reasoning and can reason at a global level
while also fully integrated into the BDI representation. Since
we have discussed related work in the course of presenting
the paper, we here make a brief comment on one related
work, which is the only work known to us that uses coherence
for agent reasoning. While the work of Pasquier et. al [13;
12], introduced coherence based reasoning in agents, there
are significant differences with our proposal. In their work,
coherence is like a utility maximising function, which is used
to prioritise the intentions (dialogue moves), whereas reasoning about beliefs and desires are using the traditional BDI
approach. This we imagine will retain all the difficulties we
mentioned in the introduction. Another important difference
is that, while we show how coherence can be computed using Thagard’s principles, such mechanisms are missing from
their approach.
In the future work, we plan to incorporate the representation of plans and study how plans can be included in the
coherence maximising process. Further, we plan to explore
the possibilities of evaluating our framework using empirical
and mathematical proof.
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