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Abstract
Reputation is generally defined as the opinion of a
group on an aspect of a thing. This paper presents a
reputation model that follows a probabilistic mod-
elling of opinions, introduces a notion of informa-
tion decay, and assesses the reliability of opinions
based on the reputation of their sources. The model
considers both explicit and implicit opinions, which
are based on behavioural information; and it may
be used for different objectives, from ranking per-
formance to predicting behaviour.

1 Introduction
This paper is concerned with the classic, yet crucial, issue of
reputation. Reputation is widely understood as group opin-
ion. However, whether explicit opinions are abundant or not
usually depends on the domain. Some eMarkets, such as
Amazon and eBay, collect a stupendous volume of customer’s
opinions. In other fields, such as the scientific field, explicit
opinions are usually limited to an average of three opinions
per paper, if the paper has been submitted to some confer-
ence or journal. However, there are fields in which explicit
opinions are rarely recorded, such as the games domain.

The proposed model is based on computing the group opin-
ion; yet, it may be applied to fields with varying abundancy
of explicit opinions. In other words, if explicit opinions are
available, such as the case of eMarkets, then they may directly
be used by the model. In other cases, where such opinions
are sparse, behavioural information may be translated into
opinions. For example, if Barcelona beats Real Madrid at
football, then this may be translated into the mutual opinions
where Barcelona expresses Real Madrid’s inadequate skills
and Real Madrid acknowledges Barcelona’s superior skills.

The proposed MORE model, or the Merged Opinions REp-
utation model, computes reputation based on the opinions
collected over time. It uses a probabilistic modeling of repu-
tation, introduces a notion of information decay, and consid-
ers the reliability of an opinion as a function of the reputation
of the opinion holder. MORE’s calculated reputation mea-
sures may then be used for different objectives, from ranking
performance to predicting behaviour.

We note, however, that evaluating reputation is a very
tricky task as there usually is no objective measure to com-

pare to. For instance, how can we prove which opinion is
correct and which is biased? As such, we focus on MORE’s
predicting ability and we compare it to that of the famous
ELO system that was designed to rank Chess players and pre-
dict their future scores accordingly. We compare the perfor-
mance of MORE to that of ELO by observing how far is each
predicted result from the actual one.

It is crucial to keep in mind that although the evaluation fo-
cuses on comparing MORE’s predicting ability to ELO’s, we
argue that MORE’s capacity exceeds ELO’s by being able to
adapt to dynamic environments where behaviour may change
more often than that of a Chess player. Furthermore, in ad-
dition to the reputation measures based on explicit opinions,
such as those of Amazon or eBay, the literature is rich with
models that consider implicit opinions, or opinions based on
behavioural information. PageRank [Brin and Page, 1998],
CiteRank [Walker et al., 2007], and SARA [Radicchi et al.,
2009] are examples of such models that interpret links and
citations as opinions. However, MORE provides a more
generic algorithm by supporting the incorporation of vari-
eties of both explicit and implicit opinions all in one system
(where, of course, different weights may be provided for dif-
ferent sources of information, if needed).

The rest of this paper is divided as follows: Section 2
presents the MORE model, Section 3 introduces the neces-
sary approximations applied to the model, Section 4 sum-
marises the MORE algorithm, and Section 5 presents our
evaluation, before concluding with Section 6.

2 The MORE Model
In this paper, we are interested in the reputation of peo-
ple, or agents, based on the group’s opinion. We define the
opinion that agent β may form about agent α at time t as:
otβ(α) = {e1 7→ v2, . . . , en 7→ vn}, where G = {α, β, . . . }
is a set of agents; t ∈ T and T represents calendar time;
E = {e1, . . . , en} is an ordered evaluation space where the
terms ei may account for terms such as bad, good, very
good and so on; and vi ∈ [0, 1] represents the value as-
signed to each element ei ∈ E under the condition that∑
i∈[1,|E|] vi = 1. In other words, otβ(α) represents the opin-

ion that an agent β may hold about agent α at time t, and the
opinion is specified as a discrete probability distribution over
the evaluation space E. We note that the opinion one holds



with respect to another may change with time, hence various
instances of otβ(α) may exist for the same agents α and β but
for distinct ts.

Now assume that at time t, agent β forms an opinion otβ(α)
about agent α. We say that to be able to properly interpret the
opinion, we need to review it by considering how reliable β is
in giving opinions about α. This is because we consider that
the overall reliability of any opinion is the reliability of the
person holding this opinion, which changes along time. This
reliability valueR is defined later on in Section 2.3. However,
in this section, we use this value to assess the reviewed value
Otβ(α) of the expressed opinion otβ(α). The basic idea is that
the more reliable an opinion is, the closer its reviewed value
is to the original one; inversely, the less reliable an opinion is,
the closer its reviewed value is to the flat (or uniform) prob-
ability distribution F, which represents complete ignorance
and is defined as ∀ ei ∈ E · F(ei) = 1/|E|. Thus, we define
the distribution representing the reviewed value of β’s view
of α at time t accordingly:

Otβ(α) = Rtβ × otβ(α) + (1−Rtβ)× F (1)

2.1 Opinion Decay
Information loses its value with time. Opinions are no excep-
tion, and their integrity decreases with time as well. Based on
the work of Sierra and Debenham [2009], we say the value
of an opinion should tend to ignorance, which is represented
by the flat distribution F.1 In other words, given a distribu-
tion Pt′ created at time t′, we say at time t > t′, Pt′ would
have decayed to Pt = Λ(t,F,Pt′), where Λ is the decay func-
tion satisfying the property limt′→∞ Pt′ = F. Note that Λ is
essentially a function that makes Pt′ converge to F with time.

One possible definition for Λ is the following:

Pt = ν∆t Pt
′
+ (1− ν∆t) F (2)

where ν ∈ [0, 1] is the decay rate, and:

∆t =

{
0 , if t− t′ < κ

1 + t−t′
κ

, otherwise

∆t serves the purpose of establishing a minimum grace
period during which the information does not decay and that
once reached the information starts decaying. This period of
grace is determined by the parameter κ, which is also used to
control the pace of decay.

2.2 Group Opinion
The group opinion is based on the aggregation of all the past
individual opinions. However, the certainty of each of these
individual opinions has a crucial impact on the aggregation.
We say, the more uncertain an opinion is then the smaller its
effect on the final group opinion is. The maximum uncer-
tainty is defined in terms of the flat distribution F. Hence, we
define this certainty measure, which we refer to as the opin-
ion’s value of information, as follows:

I(Otβ(α)) = H(Otβ(α))−H(F) (3)

1It is possible to choose a distribution other than F to describe
ignorance, but such a distribution should have maximum entropy
whilst being consistent with the data of the domain it is applied to.

where,H(X) represents the entropy of a probability distribu-
tion X, or the value of information of X. In other words, the
certainty of an opinion is essentially the difference in entropy
between the opinion and the flat distribution.

Then, when computing the group opinion, we say that any
agent can give opinions about another at different moments in
time. We define Tβ(α) ⊆ T to describe the set of time points
at which β has given opinions about α. The group opinion
about α at time t, OtG(α), is then calculated as follows:

OtG(α) =

∑
β∈G

∑
t′∈Tβ(α)

Ot
′→t
β (α) · I(Ot

′→t
β (α))

∑
β∈G

∑
t′∈Tβ(α)

I(Ot
′→t
β (α))

(4)

This equation essentially states that the group opinion is an
aggregation of all the decayed individual opinions Ot′→t

β (α)
that represent the view of every agent β that has expressed
an opinion about α at some point t′ in the past. However,
different views are given different weights, depending on the
value of their information I(Ot′→t

β (α)).
Initially, at time t0 we have ∀α ∈ G · Ot0G (α) = F.

In other words, in the absence of any information, the group
opinion is equivalent to the flat distribution accounting for
maximum ignorance. As individual opinions are expressed,
the group opinion starts changing following Equation 4.

2.3 Reliability and Reputation
An essential point in evaluating the opinions held by someone
is considering how reliable they are. This is used in the inter-
pretation of the opinions issued by agents (Equation 1). The
idea behind the notion of reliability is very simple. A person
who is considered very good at solving a certain task, i.e. has
a high reputation with respect to that task, is usually consid-
ered an expert in assessing issues related to that task. This is
based on the ex-cathedra argument. An example of current
practice that follows the application of this argument is the
selection of members of committees or advisory boards.

But how is reputation calculated? Given an evaluation
spaceE, it is easy to see what could be the best opinion about
someone: the ‘ideal’ distribution, or the ‘target’, which is de-
fined as T = {en 7→ 1}. Then, T, the reputation of an entity
β within a group G at time t may be defined as the distance
between the current aggregated opinions of the group OtG(β)
and the ideal distribution T, as follows:

Rtβ = 1− emd(OtG(β),T) (5)

where emd is the earth movers distance that measures the
distance between two probability distributions [Peleg et al.,
1989] (althoughother distance measurements may also be
used).2 The range of the emd function is [0, 1], where 0

2If probability distributions are viewed as piles of dirt, then the
earth mover’s distance measures the minimum cost for transforming
one pile into the other. This cost is equivalent to the ‘amount of
dirt’ times the distance by which it is moved. Hence, one important
aspect to apply emd is to determine the distance between the terms
in E, which is the matrix D = {dij}i,j∈[1,n]. These distances (dij)
are certainly domain dependent, and can possibly be learned. In our
scenarios, we assume all distances dij to be equivalent.



represents the minimum distance (i.e. the distributions are
equivalent) and 1 represents the maximum possible distance.

As time passes and opinions are formed, the reputation
measure evolves along with the group opinion. Furthermore,
at any moment in time, the measure Rt can be used to rank
the different agents as well as assess their reliability.

3 Necessary Approximation
As Equation 4 illustrates, the group opinion is calculated by
aggregating the decayed individual opinions and normalising
the final aggregated distribution by considering the value of
the information of each decayed opinion (I(Ot′→t

β (α))). This
approach imposes severe efficiency constraints as it demands
exceptional computing power: each time the group opinion
needs to be calculated, all past opinions need to decay to the
time of the request, and the value of the information of these
decayed opinions should be recomputed. Experimental re-
sults illustrate that computing resources will be insufficient
after only a few dozens of opinions (60 opinions in total in
the example presented by Section 5).

As such, we suggest an approximation that allows us to
apply the algorithm over a much longer history of opinions.
To achieve this, when a group opinion is requested, its value is
calculated by obtaining the latest group opinion and decaying
it accordingly. In other words, we assume the group opinion
to decay just like any other source of information. Instead
of recalculating them over and over again, we simply decay
the latest calculated value following Equation 2 as follows:
OtG(α) = ν∆t Ot′G(α) + (1− ν∆t) F

This replaces Equation 4 for calculating the group opinion
by simply decaying the group opinion. However, when a new
opinion is added, the new group opinion is then updated by
adding the new opinion to the decayed group opinion. In this
case, normalisation is still achieved by considering the value
of the information of the opinions being aggregated; however,
it also considers the number of opinions used to calculate the
latest group opinion. This is because one new opinion should
not have the exact weight as all the previous opinions com-
bined. In other words, more weight should be given to the
group opinion, and this weight should be based on the num-
ber of individual opinions contributing to that group opinion.

As such, when a new opinion otβ(α) is added, Equation 4
is replaced with Equation 6:

OtG(α) =
nαOt

′→t
G (α) · I(Ot′→t

G (α)) + Otβ(α) · I(Otβ(α))

nα I(Ot′→t
G (α)) + I(Otβ(α))

(6)
where nα represents the number of opinions used to calculate
the group opinion about α.

Of course, this approach provides an approximation that
is not equivalent to the exact group opinion calculated fol-
lowing Equation 4. This is mainly because the chosen decay
function (Equation 2) is not a linear function since the decay
parameter ν is raised to the exponent of ∆t, which is time
dependent. In other words, decaying the group opinion as a
whole results in a different probability distribution that decay-
ing all the individual opinions separately and aggregating the
results following Equation 4. Hence, there is a need to know

how close is the approximate group opinion to the exact one.
In what follows, we introduce the test used for comparing the
two, along with the results of this test.

3.1 The Approximation Test
To test the proposed approximation, we generate random
opinions Otβi(α), where α is fixed, βi is an irrelevant vari-
able (although we do count the number of opinion sources
every year, the identity of the source itself is irrelevant since it
does not have an impact on the calculation of the group opin-
ion at this point), and t varies according to the constraints set
by each experiment. For example, if 4 opinions were gener-
ated every year for a period of 15 years, then the following is
the set of opinion sets that will be generated over the years:
{{O1

β1
(α), ...,O1

β4
(α)}, ..., {O15

β1
(α), ...,O15

β4
(α)}}.

With every generated opinion, the group opinion is calcu-
lated following both the exact model (Equation 4) and the ap-
proximate model (Equation 6). We then plot the distance be-
tween the exact group opinion and the approximate one. The
distance between those two distributions is calculated using
the earth mover’s distance (EMD) method. The range of the
earth mover’s distance is [0, 1], where 0 represents the min-
imum distance (i.e. both distributions are equivalent) and 1
represents the maximum possible distance between two dis-
tributions. In other words, a good approximation is an ap-
proximation whose EMD results are close to 0.

The test pinpointed that the computing resources become
insufficient after the generation of around 60 opinions. As
such, two different experiments that abide with the limit of 60
opinions were executed. In the first, 10 opinions were being
generated every year over a period of 6 years. In the second,
4 opinions where being generated every year over a period of
15 years. Each of these experiments were repeated several
times to test a variety of decay parameters. The final results
of these experiments are presented in the following section.

3.2 Results of the Approximation Test
Figure 1 presents the results of the first experiment intro-
duced above. The results show that the approximation er-
ror increases to around 11% in the first few rounds, and after
12 opinions have been introduced. The approximation error
then starts to decrease steadily until it reaches 0.3% when 60
opinions have been added. Experiment 2 has the exact same
results, although spanning over 15 years instead of 6. For this
reason, as well as well as lack of space, we do not present
the second experiment’s results here. However, we point that
both experiments illustrate that it is the number of opinions
that affect the increase/decrease in the EMD distance, rather
than the number of years and the decay parameters. In fact,
undocumented results illustrate that the results of Figure 1
provide a good estimate of the worst case scenarios, since the
earth mover’s distance does not grow much larger for smaller
ν values, but starts decreasing towards 0. When ν = 0 and
the decay is maximal (i.e. opinions decay to the flat distri-
bution at every timestep), the EMD distance is 0. However,
when the decay is minimal (i.e. opinions never decay), then
the results are very close to the case of ν = 0.98 and κ = 5.

We conclude that the larger the available number of opin-
ions, then the more precise the approximation is. This makes
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Figure 1: Distance between the exact and approximate OtG

this approximation suitable for applications where dozens of
opinions are available, as opposed to a few.

4 The MORE Algorithm

The merged opinions reputation model, MORE, is imple-
mented using the approximation of Section 3. The resulting
MORE algorithm is presented by Algorithm 1.

Algorithm 1 The MORE Algorithm

Require: E = {e1, . . . , en} to be an evaluation space
Require: G = {α, β, . . . } to be a group of agents
Require: t ∈ N to be a point in time
Require: ot

′
β (α) ≤ otδ(γ) = {>, if t′ ≤ t;⊥, otherwise}

Require: Ot
′→t
X (α) = (Ot

′
X(α) − F)ν1+(t−t′)/κ + F, where ν ∈

[0, 1] is the decay parameter and κ ∈ N is the pace of decay
Require: emd : 2P(E) × 2P(E) → [0, 1] to represent the earth

mover’s distance function that calculates the distance between two
probability distributions
∀ ei ∈ E · F(ei) = 1/n
∀ ei ∈ E · (i < |E| ⇒ T(ei) = 0) ∧ (i = |E| ⇒ T(ei) = 1)
H(F) = − log(1/n)
∀α ∈ G · Ot0G (α) = F
∀α ∈ G · nα = 0
while ∃ otβ(α) ∈ ODB · (∀ o ∈ ODB · otβ(α) ≤ o) do
Rtβ = 1− emd(Ot

′→t
G (β),T)

Otβ(α) = Rtβ × otβ(α) + (1−Rtβ)× F
I(Otβ(α)) = −

∑
ei∈E

Otβ(α)(ei) · logOtβ(α)(ei)−H(F)

I(Ot
′→t
G (α))=−

∑
ei∈E

Ot
′→t
G (α)(ei)·logOt

′→t
G (α)(ei)−H(F)

OtG(α) =
nα Ot

′→t
G (α)·I(Ot

′→t
G (α)) + Otβ(α)·I(O

t
β(α))

nα I(Ot
′→t
G

(α)) + I(Ot
β
(α))

Rtα = 1− emd(OtG(α),T)
nα = nα + 1

end while

In summary, the algorithm is called with a predefined set of
opinions, or the opinions databaseODB. For each opinion in
ODB, the reviewed value is calculated following Equation 1,
the informational value of the opinion as well as that of the
decayed latest group opinion are calculated following Equa-
tion 3, the updated group opinion is then calculated following
Equation 6, and the reputation of the agent is calculated via
Equation 5. These steps are repeated for all opinions inODB
in an ascending order of time, starting from the earliest given
opinion and moving towards the latest given opinion.

5 Evaluation
The MORE algorithm has mainly been designed to calculate
the reputation of entities based on the group’s opinion. To
evaluate how precise is a given reputation measure is not an
easy task, since reputation is a subjective concept and no ob-
jective information is usually available to aid such evalua-
tions. Therefore, we follow the footsteps of the ELO rank-
ing system [Elo, 1978] for predicting the outcome of games
based on the calculated reputation measures. The precision of
such predictions may then easily be evaluated in an objective
manner by comparing predicted results to real results.

Before discussing the details of our experiments, Sec-
tion 5.1 introduces the ELO ranking system, which was ini-
tially created by Arpad Elo for ranking players in the 2-player
Chess game, but has been later used for multi-player games
and used in computer games, football, basketball, etc. Sec-
tion 5.2 then illustrates how we evaluate the MORE algo-
rithm by comparing its performance to the famous ELO sys-
tem for ranking players in game competitions. Section 5.3
presents the results of the experiment that compares MORE
to ELO based on real Chess matches. We note that show-
ing that MORE is as good as ELO in a static environment
with a single type of opinions is a good result, since we be-
lieve this illustrates that MORE may be competent enough as
it already extends available mechanisms by accepting both
explicit opinions (such as those of Amazon) and implicit
ones (such as those based on behavioural information), and
it may also be applied to both static and dynamic environ-
ments where both opinions and behaviour may evolve with
time. Although, further experimentation will still be needed
for analysing MORE’s behaviour in those scenarios. As such,
and since the Chess domain is a static domain where the be-
haviour of Chess players does not evolve much with time,
we design a second experiment for assessing MORE’s per-
formance in dynamic environments. This second experiment
is presented by Section 5.4.

5.1 The ELO System
The ELO rating system assigns to each player α a strength
Stα which described how good they were at time t. Initially
the strength is set to the value of 1500 (although the value of
the initial strength may change from one sport federation to
another). The strength of players is then updated as they start
playing games against each other.

Before a game is played, ELO uses the following equation
for computing the expected score of the game:

ELO(α, β)t =
Qtα

Qtα +Qtβ
(7)

where, ELO(α, β)t describes the result that α is expected
to score against player β at time t, and this score is based
on the strength of both players as Qtα = 10S

t
α/400. The

result that β is expected to score against α, ELO(β, α)t,
is then computed in a similar manner. We note that the
‘strongest’ player is expected to win, and the expected score
of each player is presented as a probability value, where
ELO(α, β)t + ELO(β, α)t = 1.



Then, after the game is played and the real score is ob-
tained, the strength of each player is updated by comparing
the expected score to the real one, accordingly:

Stα = St
′

α +Kt
α(RSC(α, β)t − ELO(α, β)t) (8)

where, RSC(α, β)t represents the real score of α against β
at time t, and Kt

α defines the maximum possible adjustment
per game. The K-value may be based on a variety of things,
such as the age of the player α at time t, the number of games
that α has played by the time t, α’s strength at time t, etc.
Again, different sport federations adopt different definitions
of the K-value. For instance, the Catalan Chess Federation
defines the K-value as follows:

Kt
α =


25 , if matches(α, t) < 30

15 , if matches(α, t) ≥ 30 ∧ Stα < 2300

10 , if matches(α, t) ≥ 30 ∧ Stα ≥ 2300

where matches(α, t) represents the total number of matches
that α has played by the time t.

We note that the range of the functions RSC(α, β)t and
ELO(α, β)t are not the same. For instance, ELO(α, β)t de-
scribes the probability that α would win over β at time t, and
its value is in the range [0, 1]. On the other hand,RSC(α, β)t

describes the real score of α against β at time t, and its value
depends on the specific game being played. For instance, in
Chess, the range of RSC(α, β)t is {0, 0.5, 1}, where 0 rep-
resents losing, 0.5 represents a tie, and 1 represents winning.

5.2 The Chess Example
To compare MORE to ELO, we choose the Chess domain in
general, and the Catalan Chess Federation in particular since
they have one of the best accessible online databases,3 storing
scores since the year 1992. The basic idea of the experiments
is to compute the expected ELO score, the expected MORE
score (based on the MORE reputation), and compare both re-
sults to the real score. This will give us an idea of the perfor-
mance of both systems. The experiment runs as follows:

1. ELO predicts the result of a match following Equation 7;

2. MORE predicts the result of a match following a simi-
lar equation — MORE(α, β)t = Rtα/(Rtα + Rtβ) —
which uses the calculated MORE reputation R instead
of the calculated ELO strength S;

3. the error of each of the above predictions is calculated by
measuring the earth mover’s distance between the pre-
dicted results and the actual result, where a match result
(whether predicted or real) is viewed as a probability dis-
tribution constructed from the individual results of each
of the players (e.g. if the result states that α’s score is
1 and β’s score is 0, then for comparison purposes, the
result is viewed as the distribution [1, 0]);

4. the ELO strength of each player is updated following
Equation 8; and

5. the real score is translated into two opinions that de-
scribe the opinion of each player about the other (e.g. if

3http://www.escacs.cat/partides/base.htm

α scores 1 and β scores 0, then the probability distribu-
tions representing the players opinions about each other
are defined accordingly: oα(β) = [1, 0] and oβ(α) =
[0, 1], where the evaluation space of the probability dis-
tributions may be interpreted as E = {loser, winner}),
and these opinions are then used by the MORE algo-
rithm to update the reputation of the concerned players.

Finally, we note that the above steps are repeated for all
matches in an ascending order of time, starting from the ear-
lier match and moving towards the latest match.

5.3 Experiment 1: the Catalan Chess Federation
We run the experiment introduced above over the Catalan
Chess Federation’s entire database, which consists of the re-
sults of 18, 478 matches played by 3, 965 players over the
years 1992–2009. We note that the maximum number of
games played by a single player was 287 games, and this
number decreases exponentially at an extremely high rate.

We run the following two tests: 1) MORE applies the de-
cay parameters ν = 0.99 and κ = 1; and 2) MORE applies
the parameters ν = 0.85 and κ = 1. We note that κ = 1
implies the decay of reputation on a yearly basis, since in this
experiment, each timestep represents a year (this is due to the
fact that the database used only provides the year of when
the match was played). The results of the tests are presented
by Figure 2, which plots the earth mover’s distance between
MORE’s prediction and the real score of each match, as well
as ELO’s prediction and the real score of those matches.
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MORE: υ=0.99, κ=1
MORE: υ=0.85, κ=1
ELOx

Figure 2: MORE versus ELO: test results for all matches

The results illustrate that, on average, ELO’s error is
36.62%, while MORE’s error is 38.18% in the first test and
38.00% in the second. Furthermore, they show that: 1) both
ELO and MORE are extremely similar in their performance,
with ELO slightly performing better than MORE by an aver-
age of 1.47%; and 2) the decay parameters are only capable
of introducing an improvement of 0.18%.

However, since there is a huge number of occasional Chess
players that do not play enough games to build a well sup-
ported reputation for themselves, we pick the player that
plays the maximum number of games (287 games) to help
our analysis. The results are plotted by Figure 3, which shows
that, on average, both ELO and MORE perform better when
considering players with a well supported reputation mea-
sure. In this case, ELO’s error decreases to 30.39%, while
MORE’s error decreases to 30.55%. Moreover, ELO now
performs better than MORE by a negligible 0.16%. We note
that the results of the second experiment, where MORE’s er-
ror stands at 30.95%, is not plotted by Figure 3 due to the
extreme similarity to the results of the first experiment.
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Figure 3: MORE versus ELO: test results for a selected player

However, Figure 3 pinpoints the high level of randomness
in the scores. Analysing the performance of the algorithms
when considering players playing few games shows similar
results, although usually those span over a period of much
fewer years. The main reason behind this randomness in the
scores is that the Catalan Chess Federation, like many others,
makes sure that players play against those that are in their
same level. Outcomes in such cases are highly random, where
both the ELO and the MORE algorithms cannot do better than
a 30% error. This is also the main reason behind the low
impact of the decay parameters. With a lot of uncertainty, the
decay’s impact decreases.

Concerning the slightly better (and often negligible) per-
formance of ELO, we were curious to check whether that
was due to the approximation used. Hence, we reverted
the MORE algorithm to make use of Equation 4 instead of
Equation 6. However, due to its computational requirements,
we only considered a section of the database (the results of
around 60 matches). We do not plot the results here due to the
lack of space, as well as the sheer similarity to those of Fig-
ure 2. However, we do note that in these experiment, MORE
performed better than ELO by an average of 2% for a variety
of decay parameters.

5.4 Experiment 2: Simulating Dynamic Behaviour
The Chess scenario is a scenario in which a player’s be-
haviour does not evolve much over time, limiting the impact
of the notion of decay. To further analyse the decay concept,
we design an experiment in which there are two players, A
andB, that play against each other over a number of years. A
is initially a ‘bad’ player as it loses around 80% of its games.
However, after a number of years, A stops playing for a while
before it resumes its games after another few years. In the last
few years, A’s performance improves. The result of this ex-
periment is plotted by Figure 4, which essentially illustrates
that MORE outperforms ELO considerably around the year
2004, highlighting the fact that MORE’s decay function al-
lows a better prediction when behaviour changes with time.
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Figure 4: MORE versus ELO: test results of the simulation

Although the MORE model is used for computing repu-
tation in a variety of domains, these experiments focused on
the games domain for it provides the opportunity of compar-
ing the MORE model to an existing one (ELO). Nevertheless,
the choice of the Chess domain restricted us from highlight-
ing some of the most interesting aspects of the MORE model:
the concept of information decay. Since a single player’s per-
formance rarely changes during their career life, the results
(e.g. Figure 4) suggest future work should move towards
team games for further interesting analysis of the decay func-
tion. This is mainly because a team’s performance usually
evolves in a more dynamic manner than individual players.

6 Conclusion
In summary, this paper proposed a reputation model based on
a probabilistic modeling of opinions, a notion of information
decay, and an understanding that the reputation of an opinion
holder provides an insight on how reliable his opinions are.

The results illustrate that in static scenarios where be-
havioural changes are not common, MORE performs in a
similar manner to ELO. However, MORE’s notion of decay
extends ELO’s by considering dynamic scenarios where the
behaviour of entities or agents may change dramatically. Fu-
ture work may shed more light on this issue by focusing on
team games, since a team’s performance evolve in a more dy-
namic way than that of an individual Chess player.

Additionally, MORE is more generic than existing rank-
ing algorithms that are based on implicit opinions — such
as PageRank, CiteRank, and SARA [Brin and Page, 1998;
Walker et al., 2007; Radicchi et al., 2009] — since it incor-
porates both explicit and implicit opinions in one system. As
such, the MORE model may be used in a wide variety of ap-
plications: from academic reviews to eMarkets, and even the
prediction of results in the games domain.
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