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Spain
Contact person: Sascha Ossowski
E-mail address: sascha.ossowski@urjc.es
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Executive Summary

This deliverable presents a critical analysis of existing trust and reputation models, as an
introduction to our proposal for an integrated model.

The deliverable opens with an introduction to the requirements needed for analysing
whether an agent may be trusted or not. In summary, these may be categorised into
three different categories: assessing the social relations between agents, assessing the
cognitive capabilities of an agent, and assessing the information management capabilities
if an agent.

In addition to providing an overview to the aspects that influence the trustworthiness
of agents, the second section of this document provides a review of existing computa-
tional trust models, with the focus on social network analysis. A brief analytical literature
review of available appropriate techniques (such as eBay and Amazon’s rating systems
and Google’s PageRank algorithm) has been briefly presented by the second section of
this chapter. However, social network analysis is also useful for detecting redundant rat-
ings, consistent biases, deliberately distorted ratings, unreliable reviewers, etc. Hence, an
introduction to the available mechanisms that makes use of social network analysis for
computing notions of trust and reputation is also presented.
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Chapter 1

Introduction

The trust model that we want to build will be integrated into a computational autonomous
agent. The fact that we are considering that autonomous computational agents are entities
that interact not only with other virtual entities but also with humans implies that the trust
model has to be able to deal with a notion of trust similar to that used in human societies.
A human will never rely on an agent if she does not understand how the agent will behave.
Humans should interact with virtual agents like if they were interacting with humans. To
achieve that, the way computational agents deal with trust is essential. A computational
trust model should take into account the social relations of the agent, like humans do,
and demonstrate some cognitive capabilities that allow humans to understand how trust is
managed by the computational model.

1.1 Social relations

For humans, social relations have a very relevant role and a lot of decisions are based
on them. Trust on individuals is one of the aspects where social relations are important.
Traditionally, computational trust models have taken as main sources to calculate trust,
direct experiences and the information coming from third party agents. However both
sources of information not always are available. On top of that, information coming from
third party agents can be false or biased.

Taking into account social relations in a computational trust model helps in several
aspects: (i) allows to approach the way the computational model deals with trust to the
way it is done by humans, (ii) can be used to improve the knowledge about witnesses
giving extra tools to the agent in order to decide if the provided information is reliable or
not and (iii) the analysis of the social relations can be an extra source of information to
calculate the trust on an individual complementing the use of direct experiences and third
party information. A computational model that uses social relations as described is Re-
GreT [SS02]. In ReGreT, the analysis of social relations is incorporated in two different
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1. INTRODUCTION

situations. One is to choose a good set of witnesses to be queried for information. Only
one type of relation is considered and the analysis is based on parameters like centrality,
the number of other points in its neighbourhood (degree) and so on. In the second situa-
tion, social network analysis is also used as part of the reputation and credibility models.
In both cases only the relations among a small set of individuals are considered and the
type of relation is very relevant in order to perform the analysis.

The main problem with the use of social relations is how to obtain the information
about those relations from the environment and from other agents. Frequently, social re-
lations are associated to actions that are not public and therefore are only known by a
subset of agents. In human societies, mechanisms like gossip help to spread the knowl-
edge about social relations. In agent-based societies, however, it is still difficult for an
agent to build a good knowledge about social relations. An initial work that deals with
that problem is [Ash05].

1.2 Cognitive capabilities

Up to now, almost all the efforts have been directed to build trust and reputation models
based on a pure numerical approach. There are plenty of these models and the mecha-
nisms they use to calculate the trust and reputation values go from simple aggregation of
values to the use of probability theory, fuzzy logic or the use of entropy just to put some
examples. At the end, each model manipulates the input data in a different way trying
to obtain the most accurate trust and reputation values for a given subject. However, if
we want to undertake the problems found in socially complex virtual societies, we need
theoretically more sophisticated trust and reputation systems. The internal process the
trust and reputation system is following to arrive to a final trust and reputation value is
as important as the result itself. By ignoring this, we are losing a lot of information that
is crucial in order to be successful in the complex world of social relations. We think
the solution for that is to use a cognitive approach supported by a solid cognitive theory
behind.

In this line, models like RepAge citeSabater-Mir2006a can be a reference. RepAge
is a cognitive reputation model that takes as a basis the reputation theory of Conte and
Paolucci [CP02]. Further development of the RepAge model has allowed to integrate it
into a cognitive architecture (specifically a BDI architecture) and use it in the context of
argumentative processes.

1.3 Information management capabilities

Information management is a fundamental requirement for agent coordination. Let’s take
as a paradigmatic example the case of negotiation. Negotiation is an information ex-
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change process as well as a proposal exchange process. If an agent proposes a deal then
it reveals information about what it is prepared to accept. If it rejects a deal then it reveals
information about what is not acceptable to it. If it transmits preference information then
it reveals information about its general willingness to accept deals. If it transmits infor-
mation that is intended to influence its opponent’s preferences for a deal then it reveals
information both about what it believes its opponent knows and about what information
it believes to be pertinent for that deal. Anything that an agent communicates, or fails to
communicate, during a negotiation gives away (valuable) information.

The information that is exchanged both directly as part of, and indirectly because of,
the exchange of proposals may not be truthful. For example, an agent may reject an
acceptable proposal in an attempt to secure a more satisfactory deal. So the information
received by an agent during a negotiation may be more or less true. Such information is
only useful if an agent is prepared to attach a degree of belief to it. Further the integrity
of information generally will decay in time, and these degrees of belief will reflect that
decay.

We think that any negotiating agent, α, should use ideas from information theory to
evaluate its negotiation information. If its opponent, β, communicates information, the
value of that communication is the decrease in uncertainty in α’s model of β. One mea-
sure of this decrease in uncertainty is Shannon information or negative entropy. If α
communicates information it evaluates that information as its expectation of the resulting
decrease in β’s uncertainty about α. Any such decrease in uncertainty is seen against the
continually increasing uncertainty in information because information integrity necessar-
ily decays in time. Information theory may also be used to measure features of inter-agent
relationships that extend beyond single negotiations — for example, the sharing of infor-
mation in a trading pact or relationship, and the strength of trading networks that form
as a result of such information sharing. α uses entropy-based inference — both maxi-
mum entropy inference and minimum relative entropy inference — to derive probability
distributions for that which it does not know in line with the following principle.

Information Principle. α’s information base contains only observed facts — in the
absence of observed facts, α may speculate about what those facts might be. For exam-
ple in competitive negotiation, β’s utility, deadlines, and other private information will
never be observable — unless β is foolish. Further, β’s motivations (such as being a util-
ity optimizer) will also never be observable. So in competitive negotiation β’s private
information is “off α’s radar” — α does not contemplate it or speculate about it.

AT/2008/D5.2.1/v1.0 December 31, 2008 3



Chapter 2

Computational trust, reputation
models, and social network analysis

Being able to automatically provide a ‘fair’ credit attribution is crucial for the success of
any system.

Numerous trust and reputation mechanisms already exist in the literature. These usu-
ally rely on several sources of information for computing reputation, which may roughly
be grouped into three categories [Ram04]:

• Direct information from personal past experience with the peer in question

• Indirect information from the past experience of third party members of the network
with the peer in question

• Socio-cognitive information, such as the belief in the willingness, capability, and
persistence of the peer in question in carrying out a certain action.

To our knowledge, the majority of research in this field has focused mainly on the out-
come of previous interactions, whether this information has been obtained directly from
personal experience or indirectly from the experience of other members in the network.
Only a few have focused on other sources of information. For example, Castelfranchi and
Falcone [Cas00] and Brainov and Sandholm [Bra99] have focused on a cognitive view of
trust.

We believe it is critical to guarantee the fairness of the system by detecting redun-
dant ratings, consistent biases, deliberately distorted ratings, unreliable reviewers, etc. To
achieve this, we believe social relationships, along with other social network measure-
ments, should be considered in addition to direct and indirect information from previous
experiences.

Hence, the first section of this chapter provides a background on the available liter-
ature on computational trust and reputation models, which are mainly based on direct
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and indirect experiences. Since we believe social network analysis will be crucial for our
work, the second section of this chapter provides an introduction to the available literature
that makes use of social network analysis for measuring trust and reputation.

2.1 Computational Trust and Reputation Models

The scientific research in the area of computational trust and reputation mechanisms is a
recent discipline oriented to increase the reliability and performance of electronic com-
munities by introducing in such communities these well known human social control
mechanisms. There are several reviews in the literature [Sab05, Ram04] that analyse and
compare the increasing amount of models that have appeared during the last few years.
These models, apart from the mechanisms used to calculate the trust and reputation val-
ues, also differ in the very essence of what is trust and reputation. In this section we will
present a general taxonomy that will help us to determine which are the type of models
that are more interesting for our project. Finally we will present briefly some of these
models.

There are two kinds of social evaluations that play an essential role in trust and reputa-
tion models: image and reputation. Both social evaluations concern other agents’ (targets)
attitudes toward socially desirable behaviour, and may be shared by a multitude of indi-
viduals. Image is an evaluative belief and it tells that the target is “good” when it displays
a certain behaviour, and that it is “bad” in the opposite case. Reputation is instead a shared
voice, i.e. a belief about others saying that a given target enjoys or suffers from a shared
image. In other words, reputation is true when it is actually spread, not when it is accu-
rate. From now on, we will define reputation as the group opinion on (what is said about)
someone (or something) playing a specific role.

Image is subjective by nature. Two individuals, even if they have observed the same
interactions can have a completely different image of a target. Image depends on the
personal experiences of the individual but also on other internal elements like for example
the goals the individual has. In the case of reputation we find two ways of looking at it:

• What we call subjective reputation, which as the name suggests, is also subjective
in a similar way image is. Models that consider reputation as a subjective property
assume that every individual can have a different method to calculate the reputation
values. Also, you cannot assume that all members of the society have the same
knowledge. Given that, the reputation value will depend on who is calculating that
value. Examples of models that follow this approach are ReGreT [Sab01], RepAge
[Sab06], Sierra-Debenham model [Sie05], AFRAS [Car02], FIRE [Huy04] among
others.

• What we call global reputation. In this case, the approach assumes there is a shared
(and agreed) method to calculate the reputation values and that this calculation is
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performed over the same set of elements that are public and therefore available
to all the individuals. In this case, we can say that each individual has a public
reputation in front of the society because the calculation does not depend on who is
the evaluator. Usually, these models rely on a central service that is responsible for
calculating the reputation values, although this centrality is not strictly necessary if
we can guarantee that each individual is using the same method and data to make the
calculations. Examples of models that follow this approach are those used in on-line
auctions like eBay1 or Amazon Auctions2, laboratory models like Sporas [Zac99]
and web related methods (based on network analysis) like PageRank [Alt05], HITS
[Kle98], or TrustRank [Gyo04].

In our case, we are looking for mechanisms to rate different elements that go from
SKOs to reviewers or authors. These ratings must be public and transparent so any indi-
vidual knows where they come from so they can redo the calculations obtaining exactly
the same results. Given that, what we need is what we have defined as global reputation
models. Both image and subjective reputation are not useful in this specific context.

What is clear also is that a single method to calculate reputation is not enough. Even
for calculating the reputation of an individual in a specific role we will have to provide
different mechanisms to calculate the reputation, each one stressing a different aspect of
the interactions. This set of methods has to be public and available for every individual.

We will present now some the models that we think can be relevant for our work.

2.1.1 Online reputation mechanisms: eBay, Amazon Auctions and
OnSale

eBay3, Amazon Auctions4 and OnSale Exchange5 are good examples of online market-
places that use reputation mechanisms. eBay is one of the world’s largest online auction
sites. Most items on eBay are sold through English auctions, where the auctioneer an-
nounces a reserve price and afterwards accepts increasingly higher bids. The bidder with
the highest bid wins the item for the value of its bid. The reputation mechanism used is
based on the ratings that users perform after the completion of a transaction. The user can
give three possible values: positive(1), negative(-1) or neutral(0). The reputation value
is computed as the sum of those ratings over the last six months. Similarly, Amazon
Auctions and OnSale Exchange use also a mean (in this case of all ratings) to assign a
reputation value.

All these models consider reputation as a global property and use a single value that is

1http://www.ebay.com
2http://auctions.amazon.com
3http://www.ebay.com
4http://auctions.amazon.com
5http://www.onsale.com
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not dependent on the context. The information source used to build the reputation value
is the information that comes from other agents that previously interacted with the target
agent (witness information). They do not provide explicit mechanisms to deal with users
that provide false information. A great number of opinions that “dilute” false or biased
information is the only way to increase the reliability of the reputation value. Dellarocas
[Del03] points out that the commercial success of online electronic markets suggests the
models have achieved their primary objective: ‘generate sufficient trust among buyers to
persuade them to assume the risk of transacting with complete strangers’.

Certainly these reputation mechanisms have contributed to the success of e-markets
like eBay but what is not clear is to which extend. There are several studies that try
to analyse the properties of these models specially based on eBay data sets (see again
[Del03]).

2.1.2 Sporas

Sporas [Zac99] is an evolved version of the online reputation models. In this model, only
the most recent rating between two users is considered. Another important characteristic
is that users with very high reputation values experience much smaller rating changes
after each update than users with a low reputation. Using a similar approach to the Glicko
system [Gli99], a computational method used to evaluate the player’s relative strengths in
pairwise games, Sporas incorporates a measure of the reliability of the users’ reputation
based on the standard deviation of reputation values. This model has the same general
characteristics as the previously commented online reputation mechanisms. However, it
is more robust to changes in the behaviour of a user and the reliability measure improves
the usability of the reputation value.

2.1.3 PageRank

PageRank [Alt05] is a patent by Google. The mechanism is inspired by how the number
of citations determine the relevance of a paper in the scientific community. As the authors
say in the description of the patent “PageRank is a method that assigns importance ranks
to nodes in a linked database, such as any database of documents containing citations, the
world wide web or any other hypermedia database”. The main idea behind PageRank is
to interpret a link from one page x to a page y as a vote from page x for page y. PageRank
also takes into account the PageRank value of the page that casts the vote. As illustrated
by Figure 2.1, the PageRank of a node A is affected by the PageRanks of the nodes
linking to A, as well as the number of outgoing links each of those nodes has. Similarly,
the PageRank of node A, along with the number of outgoing links from A, will in its turn
affect the nodes that node A links to. The formula used by PageRank is the following:

PR(A) = (1− d) + d(
PR(T1)

C(T1)
+ ...+

PR(Tn)

C(Tn)
)

AT/2008/D5.2.1/v1.0 December 31, 2008 7
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A

T1

T2

Tn

...

Figure 2.1: The nodes and links affecting the PageRank of node A

where:

• PR(A) is the PageRank of page A,

• PR(Ti) is the PageRank of pages Ti that link page A,

• C(Ti) is the number of exit links from page Ti, and

• d, which is illustrated below, is a constant between 0 and 1.

PageRanks essentially models a random surfer who is randomly clicking on links, yet
eventually stops. d is the damping factor representing the probability that this random
surfer will continue clicking. We note that the mechanism is analogous to the steady state
of random walkers on hyperlink networks.

2.1.4 HITS

Like PageRank, the HITS [Kle98] mechanism is used to evaluate the relevance of a web
page according to the link’s network. However, instead of using all the WWW like PageR-
ank, the link relations that are taken into account are those associated with what they call
‘authority’ pages. This idea is based on the ‘Abundance Problem’, that is, “the number
of pages that could reasonably be returned as relevant is far too large for a human user to
digest”. Therefore, instead of using any page that links to the target page, we first select a
subset of ‘authority’ pages and these subset is what will be used to make the calculations.
The authors present an algorithm to determine this subset of pages. They define also the
concept of ‘hub’. A ‘hub’ is a page that have links to multiple relevant authoritative pages.
Given this, each page has associated two values: its authority value and its hub value.

However, HITS has peculiarities. It is executed at query time, not at indexing time,
with the associated performance cost adding to query-time processing. It is not com-
monly used by search engines. Also, HITS computes two scores per document, hub and
authority, as opposed to a single score.

8 December 31, 2008 AT/2008/D5.2.1/v1.0
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2.2 Social Network Analysis for Trust and Reputation

Social network analysis may be defined as a set of methods for analysing social structure
by investigating relational aspects of these structures. Social networks are composed of
vertices (or nodes) and edges. A vertex is the fundamental unit of a network. It usually
represents people or groups of people (e.g. organizations). An edge is a link connecting
two vertices. It represents relational data, such as kinship, friendship, colleagueship,
scientific collaboration, etc.

Different types of networks may exist based on the different types of vertices and/or
edges. For instance, vertices in a network may be either of the same type or different types
(e.g. representing different nationalities). Similarly, edges in a network may also be of the
same type or of different types (e.g. representing friendship and animosity). Additionally,
vertices and edges may be given weights. For example, a weight of a vertex may represent
how important is the person in its community. A weighted edge may provide better insight
on the strength of the friendship between two people. Finally, edges may also be directed,
i.e. pointing in one direction. This would be useful, for example, to represent the direction
of email messaging between people.

In our research, we are interested in the analysis of such networks. For an overview
of the most common network properties that may be computed, see Newman [New03].
In what follows, we present an overview of the selected literature on social networks
and reputation that we believe is most related to our work. The selected mechanisms use
various types of social network analysis for computing some sort of ‘reputation’ measures.

2.2.1 Finding the Best Connected Scientist via Social Network Anal-
ysis

Newman [New01] focuses on the properties of coauthorship networks for choosing the
best connected scientist. The study focused on the Physics E-print Archive database from
1992 to the present, the Medline database from 1961 to the present, the SPIRES database
from 1974 to the present, and the NCSTRL database for the last ten years.

The following basic results where automatically computed:

• number of authors

• number of papers per author

• number of authors per paper

• number of collaborators per author

• size of the giant component (i.e. the connected subset of vertices whose size scales
extensively), and the percentage of the entire network that this giant component
covers

AT/2008/D5.2.1/v1.0 December 31, 2008 9
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• clustering coefficient of the network

• shortest path between two nodes

• betweenness centrality of a node

• average distances between nodes

The paper also shows how weighted collaboration networks may be used to measure
the closeness of collaborative ties and who is the best connected scientist. The idea is that
the number of papers each pair of scientists coauthored and how many other coauthors
are on those papers affect the strength of coauthorship ties. The distance between two
scientists becomes an inverse of the weight of their collaborative ties. This new distance
definition is then used in computing the best connected scientist.

2.2.2 Searching for Relevant Publications via an Enhanced P2P Search

In the work done by Chirita et al. [Chi05], a P2P search strategy is enhanced with social
network analysis to improve the search. Their work was applied to scientific collaboration
networks to improve keyword search for relevant publications.

For selecting the peers to forward the query to, three strategies are introduced. The
first makes use of the peer’s connectivity in the network. The second makes use of the
peer’s reputation. This could be a Pagerank or any other simple metric. The third makes
use of the similarity between the chosen peer and the querying one. Hybrid models may
then be constructed using these three models.

The results show that the best outcome is achieved when choosing peers based on
the relative similarity ratio. Also, increasing the number of chosen similar peers to a
number larger than 3 does not provide an impressive increase in performance. Finally, it
turns out that combining the similarity and connectivity based strategies does not improve
performance! This implies that the best connected peers are not necessarily the repository
of the best resources in the network.

2.2.3 Using Social Relationships for Computing Reputation

In the work done by Sabater and Sierra [Sab02], social network analysis, which is based
on studying the social relationships between peers, is used to provide an additional source
of information (to traditional information obtained from direct interactions and those ob-
tained from other members of the society about their past experiences) for computing rep-
utations. The basic idea of the system is that reputation is based on three dimensions: the
individual dimension, the social dimension, and the ontological dimension. The individ-
ual dimension models the direct interactions between two agents. In this dimension, the

10 December 31, 2008 AT/2008/D5.2.1/v1.0
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subjective reputation is calculated directly from an agent’s impressions database. How-
ever, the reputation value on its own is not sufficient. Hence a reliability measure of this
value is also calculated by taking into account the number of impressions used to calculate
the reputation value and the variability of their rating values.

The social dimension models the case when the source of information comes from
other agents in the system. Depending on the information source, three types of social
reputations arise: witness reputation, neighbourhood reputation, and system reputation.

In witness reputation, to identify witnesses, first the most connected sub-graphs are
obtained, then the nodes with local centrality are identified. This way the peer will end up
using only the most representative agents for its source of information; hence, it will be
minimizing the correlated evidence problem. The next step would be to aggregate all this
witness information. The final reputation measure would be an aggregation of the reputa-
tion values provided by all witnesses, taking into account how much trustworthy is each
witness in providing its reputation value of the target agent. The final reliability measure
is also an aggregation of the reliability and trust measures of each individual witness. The
trust measure is defined as follows. The degree of trust that an agent a has in agent b on
providing feedback about agent c is a combination of subjective trust reputations, which
are calculated in a similar manner to individual reputation, and social trust. As for social
trust measures, these are the results of applying fuzzy rules. These fuzzy rules depend
on the type of relationships in a specific scenario, such as competitive, cooperative, and
trade relationships. Note that different fuzzy rules would exist for different contexts and
scenarios.

The basic idea of neighbourhood reputation is that the reputation of a peer’s neighbour,
along with the type of relationship that exists between the two (e.g. competitive versus
cooperative relationships), can give an idea about to the reputation of the target peer itself.
Again, fuzzy rules, which are domain dependent, are used to generate the reputation of
the target peer based on the reputation of its neighbour and their relationship type. The
reputations obtained from investigating the reputations of all neighbours are aggregated,
using the reliability of each neighbour, to obtain one final reputation value. Similarly, the
reliability of all neighbours are also aggregated into one final reliability value.

As for the system reputation, it is a default reputation value obtained from the ob-
servable role an agent plays in a given institutional structure. It is domain dependent and
part of the initial knowledge of the agent. This observable feature is what differs system
reputation from other social structures.

Finally, different reputation types may combine in such a way resulting in new rep-
utations. For instance, to have the reputation of a swindler seller, one should have the
reputation of overcharging items and the reputation of delivering items with a poor qual-
ity. This model is what the authors refer to as the ontological dimension. When one
reputation concept is the parent node of two or more reputation concepts in the ontolog-
ical tree, then both the reputation and reliability measures of the parent node become a
combination of the reputation and reliability measures of the children nodes.
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The final reputation and reliability measures are defined as a combination of those of
the individual dimension, the social dimension, and the ontological dimension. Agents
have the option of deciding which dimension may be more relevant. For instance, if the
agent does not have enough information, then it can decide that the social dimension will
be most relevant.

2.2.4 Identifying, Categorizing, and Analysing Social Relations for
Trust Evaluation

As we have seen above, more expressive reputation valuations may be achieved if the rela-
tionship between the agent in question and its recommending agent is considered. This is
opposed to traditional techniques that assume that recommending agents are fully trusted.
Ashri et al. [Ash05] propose a method for dynamically identifying these relationships,
categorizing them, and analysing them.

In this model, agents are defined as ‘entities described by a set of attributes’. Attributes
are features of the environment, and agents are capable of performing actions by adding
or removing these attributes. Agents also pursue goals, which are achieved by performing
actions. Agent actions are divided into sensor capabilities, which retrieve the values of
the environment’s attributes, and actuator capabilities, which change the environment’s
attributes. Attributes that may be manipulated by an agent are defined as the agent’s
region of influence (RoI). Those that may be sensed by an agent are defined as the agent’s
viewable environment (VE). As a result, goals are divided into query goals that require
an agent to perform a sensory action that lies within the agent’s VE, and achievement
goals that require an agent to perform an actuating action that lies within the agent’s RoI.
According to this model, relationships between agents may then be identified by studying
how their VEs and RoIs overlap.

Relationships may then be characterized into several types, depending on the con-
text. The relationship types illustrated by Ashri et al. [Ash05] lie in the context of an
e-commerce scenario. First, two agents are said to be in a trade relationship if the goal
of agent a is to sell a product that agent b may or may not wish to acquire. Second, one
agent may be dependent on another, for instance, if agent a is selling a product that agent
b wishes to buy. The intensity of the relationship depends on several factors, such as the
number of sellers, the abundancy of the product, etc. This intensity basically determines
who is dependent on whom and to what extent is it dependent on the other. In this case,
the goal of the depending agent lies in the other agent’s RoI; moreover, the other agent’s
RoI lies in the intersection of both agents’ VEs. Third, two agents may be in a competitive
relationship, for instance, if both are selling the same products. Again, the intensity of this
relationship may depend on several factors, such as the price of the product, the market
share, etc. In this case, either the agents share goals that lie in the intersection of their
VEs, or they share RoIs that lie in the intersection of their VEs. Fourth, two agents may
be in a collaborative relationship, for instance, if agent a is selling goods to agent b while
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b is also selling goods to a. This is a combination of two trade dependency relationships.
In this case, the goals of b lie within the RoI of a, the goals of a lie within the RoI of b,
and the RoIs of both a and b lie in the intersection of their VEs. Finally, relationships
between more than two agents may be considered. The resulting configuration would be
composed of the four configurations presented above. However, some exceptions may
arise giving special privilege to one agent over the other.

Computing trust and reputation may now be modified to accommodate the additional
information obtained from identifying relationships. Sample rules are provided. For ex-
ample, in the case of having a dependency relationship between two peers, the initial trust
value is set to an arbitrary low value (in other words, confidence is low) if the intensity of
the relationship is high, while it is set to a high value if the intensity is low.

2.2.5 Revyu and del.icio.us Tag Analysis for Finding the Most Trusted
Peer

The main goal of Heath et al. [Hea07] is to find out who knows what and who is the
most trustworthy in delivering information on a specific subject. To achieve this, topic
experience profiles are generated for each peer using ‘Revyu’, ‘del.icio.us’, and FOAF
descriptions.

Previous empirical studies showed that people usually based their trust on the fol-
lowing five factors: expertise, experience, affinity, impartiality, and track record. The
different factors were selected based on the criticality of the task and subjectivity of pos-
sible solutions. However, the first three were given much more emphasis than the others.
Hence, the research of Heath et al. [Hea07] focused on computing the affinity factor when
the trust relationship is between two individuals, and the expertise and experience factors
when the trust relationship is between an individual and a certain topic.

To compute the expertise (or credibility) factor, Revyu tags are inspected. For each
tag, all items tagged with that tag are obtained. Then for each item, the mean item rating
is obtained and each review of the item is inspected. At the end, each reviewer will have
its credibility score updated.

To compute the experience (or usage) factor, Revyu tags and user tags on del.icio.us
are inspected. The algorithm counts how many times each reviewer has reviewed a tagged
item. At the end, each reviewer will have his tag counts (usage scores) updated.

Note that both algorithms above have one crucial problem: if the user is the only
reviewer then this reviewer will obtain credibility and usage scores of 1, which is a full
score representing maximum credibility/usage!

Finally, the affinity between two individuals is computed based on the analysis of their
reviews in Revyu and some further basic user details from FOAF. The algorithm looks
for the items that both reviewers have reviewed. An ‘item overlap ratio’ is obtained by
dividing the number of items reviewed by both peers by the highest number of reviews by
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either peers. Then, the ‘mean rating overlap’ is obtained by taking into consideration the
average rating distance of both reviewers (the difference in their ratings of each common
item they have reviewed). However, how the item overlap ratio is combined with the mean
rating distance to obtain the affinity factor has no clear answer yet, although two possible
options are provided.

2.2.6 A NodeRank Algorithm for Computing Reputation

The basic goal of Pujol et al. [Puj02] is to use a ranking algorithm to establish the rep-
utation of nodes in a social network. The idea is that properties about a person’s degree
of expertise (or his reputation) may be inferred from how well this person is connected in
his social network.

Pujol et al. [Puj02] build their social networks using information from personal web
pages, reports or documents authorship, participation in a project, hierarchical structure in
the community or organization, sharing of physical resources, sharing of virtual resources
(e.g. news groups, forums, etc.), and email traffic.

A NodeRanking algorithm is proposed for creating a ranking of reputation ratings.
The idea is that the ranking of a node would rely on its ‘degree of authority’, or what may
be seen as the degree of ‘importance’ of the node. “Authority of a node a is calculated as
a function of the total measure of authority present in the network and the authority of the
nodes pointing to node a.”

Note that this method requires no user feedback and is similar to Pagerank. However,
while Pagerank uses global information of the network graph, NodeRank uses only local
information.

2.2.7 Propagation of Trust in Social Networks

Golbeck and Hendler [Gol06] focus on three properties of trust: transitivity, asymmetry,
and personalization. Transitivity implies that trust may be passed between people. For
example, if our trusted friend trusts a certain plumber, then we might take our friend’s
trust into consideration and decide that we will also trust the plumber. However, trust is
not strictly transitive. In other words, it is not always the case that if Alice trusts Bob, and
Bob trusts Chuck, then Alice should trust Chuck. Asymmetry implies trust is not neces-
sarily reciprocal. In other words, if Alice trusts Bob, then this does not necessarily imply
that Bob trusts Alice as well. Finally, personalization implies that trust is ‘inherently a
personal opinion’. In other words, given the trust values of each node in a social network,
calculating the trustworthiness of the node in question will have different results when
different peers are performing this calculation.

In this model, nodes label their neighbours as either trusted or not, using the binary
values 0,1. When questioning the trust of a given peer, the peer will poll its trusted neigh-
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bours only. When the neighbours reply, the peer will average their results and round the
final value to obtain a binary value 0,1. Each of the neighbours uses the same algorithm
in obtaining their trust value of the peer in question. A variant of this model only rounds
the value at the final step when the initial requester receives all results. This is called the
non-rounding algorithm, while the first is called the rounding algorithm. Results show
that the rounding algorithm outperforms the non-rounding one. This is because rounding
intermediate results increases accuracy by removing more error.

2.2.8 Searching Social Networks via Referrals

Yu and Singh [Yu,03] focus on using referrals for searching dynamic social networks.
However, no social network analysis has been used in the peer selection process. The
authors argue that because building and maintaining a peer’s social network is not feasible,
distributed search through referrals is more promising.

In a referral system, peers send queries to other peers of the selected contacts. A
response can either be an answer or another referral, allowing referrals to propagate in
the social network. But how do peers select which peers to send their query to? To
achieve that, each peer maintains a profile for itself and an acquaintance model for each
of its acquaintances, modelled via the vector space model (VSM). Similarly, a query is
modelled as a term vector. The similarity between a query and expertise of a given peer is
defined as the cosine of the angle between them. This similarity measure is then used by
a peer to help it select other peers to query. In addition to the similarity measure, a peer
also considers the sociability of others (or their ability to give good referrals).

Weighted referral graphs are used to help the peer decide which querying peer to
follow first. When another referral is received, the peer might decide to pursue it, even
if the referred peer is not in its acquaintance list. This is how acquaintances are added.
But if an answer is received, the peer updates its acquaintances by assigning rewards and
penalties. Both the expertise and sociability vectors of the peer who sent the reply will be
updated according to well defined functions.

Note that peers are assumed to be trustworthy is answering queries. For instance it is
assumed that a peer answers a query only if it is confident of its expertise, or it may send
back another referral only if it is confident in the relevance of the peer being referred.

2.2.9 Reciprocity as a Supplement to Trust and Reputation

An interesting overview to the ‘evolution of cooperation’ is provided by Mui [Mui02]. In
the context of our work, these theories may be used for defining the various incentives
for peers to cooperate or defect (such as lying when rating others or providing unreliable
reviews). Four theories are presented by Mui [Mui02]: the group selection theory, the
kinship theory, the reciprocation theory, and the social learning theory.
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The group selection theory states that cooperation amongst individuals is not consis-
tent with Darwin’s theory. As an alternative, it suggests that cooperation is a result of
natural selection being based on the group level: species, community, etc. However, strife
is often observed within species. This weakens the group theory, suggesting the need for
alternative theories.

The kinship theory states that individuals are ready to cooperate and sacrifice them-
selves for their kins, e.g. parents and children. The closer the relationship with the kin, the
more altruism and less aggression is shown, even if it was over one’s own personal bene-
fits. However, the main problem with this theory is that it does not answer the relatedness
and competition that sometimes exist among kins.

The reciprocation theory states that ‘reciprocal altruism’ is the reason behind indi-
viduals sacrificing their personal gain for the good of others. As such, all cooperative
behaviours are viewed as postponing immediate personal gain to benefit from future re-
ciprocations by others. Well defined equations are presented for computing reciprocation.
Furthermore, this is the only theory (amongst the presented four) that has been verified
by experimental work, proving that ‘image scoring does play a role in actual human co-
operation’.

Finally, the theory of social learning suggests that in the absence of kinship and re-
ciprocation, cooperation is based on ‘cultural transmission’. This implies that individuals
learn the most dominant behaviour in their community. However, no experimental work
has either proved or disproved this theory. As for the computational trust model, Mui
[Mui02] introduces the concept of reciprocity into its proposed computational model.
While trust is defined as ‘a subjective expectation an agent has about another’s future
behaviour’ and reputation as the ‘perception that an agent has of another’s intentions
and norms’, reciprocity is defined as the ‘mutual exchange of deeds, such as favour or
revenge’. The relation between these three concepts is defined. In short, increasing rep-
utation results in increasing trust, increasing trust results in increasing reciprocity, and
increasing reciprocity results in increasing reputation. Similarly, decreasing any of these
three values results in the reverse effect.

2.2.10 Information Based Reputation

[SD09] illustrates how reputation may be computed by aggregating peer opinions. The
proposed method makes use of social network analysis to decide how opinions may be
aggregated when there is some sort of dependence between opinions.

The basic idea is that a peer may express its opinion about a given aspect of the object
being analysed in a given context. The opinion is described as a probability distribution
over an evaluation space E. After forming an opinion, an agent may then share this
opinion with the rest of the group. A group discussion then takes place, after which the
agent may or may not revise their opinions, based on how much can others convince them
about changing their opinion. Finally, the group as a whole tries to reach a unified group
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opinion. Reputation is then defined as the “social evaluation by the group”.

Of course, sharing opinions is the central point of this paper. The idea is that shared
opinions affect the future opinions of other peers. Hence, [SD09] proposes a simple and
basic communication model for sharing opinions. Opinions then influence each other
based on the “semantic similarity” between the two concepts being evaluated.

Forming opinions is affected by several measures, such as the time decay factor, the
reliability of the information source, etc. The accuracy of an agent’s opinion may some-
time be verifiable within a reasonable amount of time. For example, if one gives their
opinion about the weather tomorrow, then this opinion may be verified the next day by
actually observing the weather and comparing it to what the agent predicted. However,
not all opinions may be verified, such as the opinion about the quality of a given scientific
paper. In such cases, the opinion may then be evaluated by comparing it to the group
opinion.

Three different methods are then proposed for the aggregation of opinions, in the hope
of reaching one final group opinion. The dependent method aggregates the opinions of
agents that have been discussing/sharing their opinions together. If this method fails to
return results, then the data is deemed inconsistent and the agents should have further
discussions or agree to disagree. Otherwise, the Y method proposed the group opinion
with maximum certainty. If this result is rejected by the agents, then the final proposal is to
say that the group opinion lies some where between the result computed by the dependent
method and that of the independent method, which assumes that the priors are completely
independent.

Social network analysis is used to help analyse the dependence between two opinions.
For example, in the case of scientific publications, this dependence may be a measure
of co-authorship or affiliation. Also, social network analysis may be used to calculate
the initial confidence of an agent’s opinion. This confidence is the direct result of the
agent’s expertise in the area it is giving an opinion on. Again, in the field of scientific
publications, the expertise may be calculated based on how many highly cited papers is
the agent an author of, how many prestigious papers did it review, whether it has a central
role in the college, etc.

2.3 Conclusion

Obtaining a fair credit attribution is crucial to the success any system. Similar to available
reputation mechanisms, we plan to make use of both opinions (or reviews) and citations
for measuring reputation. Hence, a brief literature review of available similar techniques
(such as eBay and Amazon’s rating systems and Google’s PageRank algorithm) has been
briefly presented by the first section of this chapter. However, we also plan to make use
of social network analysis to detect redundant ratings, consistent biases, deliberately dis-
torted ratings, unreliable reviewers, etc. Hence, the second part of this chapter has focused
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on the available mechanisms that makes use of social network analysis for computing no-
tions of trust and reputation.
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