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Abstract
This document is concerned with the issue of credit attribution in Liquid Publications. Credit attribution is crucial for providing
researchers with incentives for using the system as well as encouraging them to behave ‘properly’. We propose the use of novel
information sources for computing the reputation of both researchers and their research work. We also introduce the notion of
liquidity of reputation measures through the OpinioNet propagation algorithm that illustrates how the reputation of one entity
may influence the reputation of another. We then argue that our proposal results in ‘fair’ measures that encourage ‘good’ research
behaviour in the system, such as giving priority to the quality over the quantity of research work.
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Executive Summary

Work package 4 of the LiquidPublications project focuses on the issues of trust, reputation, and
credit attribution in the LiquidPub system. This deliverable is the only deliverable that documents
our proposed methods and mechanisms for assessing credit attribution. We believe the main goal
of a credit attribution module is to fairly evaluate and improve the performance of researchers and
the quality of their research work. As such, and after consulting with our officer, Mr. Aymard De
Touzalin, we have decided to change the old title of this deliverable into a broader one—“Credit
Attribution for Liquid Publications”—to include additional, yet necessary, work. This, we believe,
better reflects the content of the deliverable, that is now in line with what has been discussed with
the reviewers and the advisory board at the SNOW’10 workshop.1

The deliverable now addresses the following main novel issues:

1. Novel metrics: Since the LiquidPub system proposes a whole new model for the creation
and management of research work, we are interested in exploring the potential sources of
information that could be used in computing reputation measures in such a model. For
example, existing mechanisms have mainly relied on the use of citation information as an
indication to the impact of a research work. However, we argue that tons of additional
information sources may be used to provide a more accurate analysis on different aspects of
research, such as comments, tags, subscriptions, social relations, etc.

2. Liquid metrics: Since the LiquidPub system is based on the concept of liquid research that
continuously evolves, we say credit attribution measures should also have a liquid nature
that would allow them to evolve with the evolution of the research work.

3. Good research behaviour: We say that the credit attribution module is not only responsible
for evaluating the performance of researchers but improving this performance, resulting in
the promotion of ‘good’ research behaviour. For example, encouraging researchers to focus
on the quality of their research as opposed to their quantity is one aspect of ‘good’ research
behaviour that could be promoted by a fair credit attribution module.

As in any system, one should make sure the system is reasonably resilient to potential attacks
and provide a thorough evaluation mechanism that validates the claims and hypotheses. As such,
we have also spent some time on analysing potential attacks and running thorough simulation
exercises to evaluate the claims we make.

The deliverable is divided accordingly: Chapter 1 provides a brief introduction to our research;
Chapter 2 presents our proposed novel metrics; Chapter 3 documents our work on the ResEval
module that improves already existing citation based reputation measures; Chapter 4 explains our
OpinioNet propagation algorithm that introduces the notion of liquid metrics; potential attacks and
their effect on the LiquidPub system are discussed in Chapter 5; the evaluation of our proposal is
presented by Chapter 6 through a few simulation exercises; and finally, Chapter 7 concludes by
summarising our contribution and its impact on current research practice.

1http://project.liquidpub.org/events/liquidpub-workshop2
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Chapter 1

Introduction

Credit attribution is key to the success of any proposed publication model. Current research prac-
tice is often driven by the incentive of increasing reputation. And since repackaging existing ideas
could be as profitable as investigating and publishing novel research work,1 some researchers
spend more time on the former than the latter. We briefly outline the pitfalls of the current publica-
tion model, which is outside the scope of this chapter, in the book chapter entitled “LiquidPublica-
tions and its technical and legal challenges” [26]. However, we do note here that credit attribution
can be responsible for providing the researchers with incentives for using the system as well as
shaping their behaviour in this system.

The goal of credit attribution in LiquidPub is twofold: to help evaluate and improve the per-
formance of research work and researchers. Evaluation is carried out through the calculation of
metrics, or measures,2 that may cover various aspects, such as the interest of research, the quality
of work, the possible malicious nature of researchers, etc. The main contribution of our work
may be divided into two issues: (1) the proposal of novel credit attribution metrics, and (2) the
introduction of a liquid aspect for these measures.

On the novelty of metrics, we say most (if not all) existing systems that are concerned with
computing the reputation of both researchers and research work rely on citations as an indica-
tion to the impact of a given research, and hence, the researchers responsible for this research.
However, we argue that there is a huge and varied amount of information that could be used for
assessing different aspects of reputation. For example, instead of relying on citations only, one
could consider the reviews, CiteULike information (www.citeulike.org), delicious bookmarks
(www.delicious.com), tags, number of comments a document sparks, subscriptions journals re-
ceive, recommendations colleagues forward to each other, and so on. Each of these information
sources provides an insight on various aspects of a given research work, such as reputation, inter-
est, reception by the community, etc. An interesting aspect of LiquidPub is that it plans to make
all of this information available to and accessible by the credit attribution module.

Furthermore, in addition to making use of novel information sources, we propose a propaga-
tion mechanism, OpinioNet, that would illustrate how the reputation of one entity (regardless of
the sources of information contributing to this measure) could affect the reputation of another. For

1For instance, the h-index measure does not distinguish between novel ideas and repackaged ones.
2We note that this document uses the words ‘metrics’ and ‘measures’ interchangeably.
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1. INTRODUCTION

instance, we say the reputation of a conference stems from the reputation of the papers it accepts.
Similarly, if a paper has been accepted by a reputable journal, and no information is available yet
about this paper, then one may assume that the paper should be over a minimum quality to get
accepted by the given journal. In other words, we say related entities may influence each other’s
reputation measures.

Recall that the role of the credit attribution module is not only to evaluate the performance of
researchers, but also to improve them. We argue, in this document, that our proposed mechanisms
promote ‘good’ research behaviour, such as endorsing early sharing, advocating for reasonable
collaboration, encouraging the focus on the quality of research as opposed to its quantity, and so
on.

The remainder of this document is divided as follows: Chapter 2 introduces the list of potential
metrics that may be used in LiquidPub; Chapter 3 presents the ResEval module which improves
existing citation based reputation measures; Chapter 4 presents the OpinioNet algorithm respon-
sible for propagating reputation in LiquidPub; Chapter 5 discusses the most famous attacks in the
literature and their effect in LiquidPub; Chapter 6 evaluates our proposed mechanisms through
simulation; and Chapter 7 concludes by summarising the contribution and impact of our proposal
on current research practice.

2 June 10, 2010 213360



Chapter 2

Metrics for Credit Attribution

This chapter provides an introduction to addressing the issue of credit attribution in LiquidPub.
Our proposal is based on the idea that current measures, based solely on citations and the number
of papers produced, are very restrictive in nature. There is tons of data out there that impacts
reputation that is not used yet. Hence, our first novel contribution is the introduction of novel
metrics, or measures, that are based on new data sources.1 However, the essence of the Liquid
Publications project is to allow research work to continuously evolve. As such, the proposed
metrics should be liquid in nature, to accommodate such an evolution. This notion of liquid
metrics composes the second novel contribution of our research.

The remainder of this chapter is divided as follows: Section 2.1 lists the potential metrics that
may be used in LiquidPub; Section 2.2 introduces the concept of liquid metrics; Section 2.3 briefly
outlines the impact of our proposal; and since this is ongoing work, Section 2.4 specifies the exact
metrics that are currently being used by our credit attribution module.

2.1 LiquidPub Metrics

Brainstorming and listing the available and applicable data sources that may contribute to assess-
ing the performance or quality of entities (both researchers and research work), we categorise
the credit attribution metrics according to these data sources. We note that these ‘available’ data
sources are not always easy to obtain in the current publications model. And when such infor-
mation is available, access is not straightforward since the data is saved in different formats on
different locations, sometimes requiring special access rights. An interesting contribution of the
LiquidPub system is to make this data easily accessible for the credit attribution module. We
believe that making use of new data sources is key for introducing novel metrics.

The result of our brainstorming exercise is presented by the taxonomy of Figure 2.1 whose leaf
nodes list proposed measures or algorithms for calculating the metrics presented by that category.
In summary, credit attribution metrics are divided into two main classes: those that calculate the
reputation of entities and those that calculate the interest of entities.

1We note, however, that this chapter is more like a brainstorming exercise on the potential data sources that could
be used, as opposed to specifying our concrete list of functional data sources. Nevertheless, the chapter concludes with
a clear list of what is currently implemented.

3



2. METRICS FOR CREDIT ATTRIBUTION
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Figure 2.1: Taxonomy of credit attribution metrics

Interest measures may be classified into two sub-categories: (1) those that describe the level
of activity an entity attracts (such as the number of comments a paper sparks) which stems from
the basic idea that interesting research attracts more activity, (2) those that use semantic compar-
ison or word matching techniques to compute the level of interest that one researcher might have
with respect to another (or with respect to a piece of research work, specified as an SKO). These
measures are discussed in more detail shortly.
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As for reputation measures, they may be divided into two main sub-categories: contextual-
based measures and numerical-based measures. Contextual-based measures are measures that
are affected by the location of the entity in a graph. For example, the centrality measures of a
researcher depend on its location in its social network. The opinion-based measures of an SKO
depend on the opinion graph that describes who reviews what and how. Additionally, opinion-
based measures may also depend on the SKO structural graph, since we propose to propagate
opinions within these structural graph (as illustrated by Chapter 4). Similarly, the citation rank (a
citation based measure similar to PageRank [27] in concept, but based on citations, as opposed to
hyperlinks) of an SKO also depends on the location of the SKO in the citation network.

On the other hand, numerical-based measures are independent of the location of an entity in a
given graph, or network. For example, the h-index (also a citation-based measure) is simply based
on the number of citations. In addition to assessing interest, activity measure may also be used to
assess reputation. For instance, we believe that an SKO is deemed reputable not only if it receives
good reviews, but if it receives a considerable number of good reviews. Hence, activity measures
also fall under the ‘numerical-based measures’ category.

The remainder of this section provides an overview to each of these proposed measures, the
leaf nodes of the credit attribution taxonomy. We note that some of these measures are more
reliable than others. For example, direct opinions (or what is currently referred to as reviews)
are more reliable than citations. For instance, having a reviewer say a given research work is
‘good’ is much more reliable than citing the given work, since citations may be either positive or
negative.2 Yet, on average, citations may still be much more reliable than some activity measures,
which could tell you how many times a research work has been viewed by others. As such, when
computing the final credit attribution measure, different weights need to be given to the different
categories of measures for indicating the reliability of each.

Finally, we note that implementing the mechanisms that calculate all of these metrics requires
an effort that surpasses that of the modest LiquidPub team members. While we do contribute to
computing some of these measures, for the remainder, we recommend to rely on existing mecha-
nisms that we pinpoint to duly.

Centrality Measures. Using existing mechanisms in social network analysis [33], several cen-
trality measures may be computed. These essentially illustrate how well connected a given re-
searcher is within its social network. Such a measure may sometimes be viewed as an indication
to the importance of the researcher in its community. The list of proposed centrality measures is
presented below:

• Degree Centrality. This describes the number of connections/links a node has.

• Betweenness Centrality. This describes the number (or percentage) of shortest paths that
run through this node.

• Closeness Centrality. This describes the average shortest path between a given node and all
the other reachable nodes.

2There are several cases where a paper gets heavily cited in its community for the sole purpose of providing an
example of what one should not do in research!

213360 June 10, 2010 5



2. METRICS FOR CREDIT ATTRIBUTION

• Eigenvector Centrality. This describes the importance of a node by assigning relative scores
to all the nodes in the network based on the principle that connections to nodes having a
high score contribute more to the score of the node in question (PageRank, although not
based on social networks, is one variant of the Eigenvector centrality measure).

We note that the social network may be constructed by relying on a variety of relationship
types linking researchers together. The exact interpretation of a given centrality measure depends
on the relation used in constructing the social network. A list of the relationship types that may be
obtained in the case of LiquidPub is presented below:

• Co-authorship. This relation describes whether two researchers have co-authored a given
SKO. Weighted graphs that take into consideration the number of co-authored SKOs be-
tween two researchers may be considered here.

• Affiliation. This relation describes whether two researchers are part of the same research
group or institute. It may also be used to describe whether researchers that have worked on
the same project.

• Same-Board. This relation describes whether two researchers have been members of the
same board. Weighted graphs may also be used for considering the number of shared board
committees.

• Citations. This relation describes who usually cites whom, resulting in a (possibly weighted,
according to the needs) directed graph.

Social Relations Measures. The type and degree of a social relation may help indicate a poten-
tial bias. This measure is important when calculating the reliability of a reviewer. We currently
distinguish between two different dimensions:

• Collaboration/Competition Degree. This represents the degree of collaboration/competition
between two researchers. Note that the measure may be context dependent; for example,
two researchers may be collaborating on one project but competing with respect to another.

• Dependency/Independence Degree. This represents the degree of dependency between two
researchers.

But what type of information may help compute such degrees? In what follows, we list exam-
ples of the information that could be useful for computing these degree:3

• Identifying whether two researchers work on the same project could possibly imply the
existence of both collaborative ties and dependency between the researchers.

• Identifying whether two researchers work in the same institute/research lab could also imply
the existence of both collaborative ties and dependency between the researchers.

3Some information is provided by the LiquidPub system, such as the collaboration between researchers or the affin-
ity of a researcher. But other information may require additional data mining, such as identifying the student/supervisor
relationship. In any case, this chapter is intended to provide an example of the potential of the LiquidPub project, as
opposed to the mechanisms we will actually implement.

6 June 10, 2010 213360
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• Identifying whether two researchers are on the same board could possibly imply the exis-
tence of dependency between the researchers.

• Identifying the superior/subordinate hierarchic relations between researchers could be used
to imply the existence of a strong dependency relationship (e.g. a student/supervisor rela-
tionship).

• Identifying the strength of collaborative ties may be achieved by inspecting coauthored pub-
lications.

• Identifying whether two researchers are working on competitive research/projects may be
deduced, for example, by identifying whether the researchers have no (or weak) collab-
orative ties, are both working on the same subject (or field), yet they belong to different
institutes (or projects).

Finally, we note that each of these dimensions is complete. Researchers can either be depen-
dent or independent, collaborative or competitive. We propose the use of the interval [−1,+1] to
represent the collaboration/competition degree and the interval [0,+1] to represent the dependency
degree. Of course, whether additional dimensions will be needed (or prove to be useful for the
credit attribution module) is still an open question.

General Bias Measures. A researcher’s potential bias may be computed by making use of its
review history. Again, this is important for computing the reliability of reviewers. For instance,
if a researcher’s previous reviews have been consistent in giving low marks to females, then one
may conclude that the researcher might be biased against females. An example of the biases that
may be computed is listed below:

• Gender Bias. This describes bias against a specific gender.

• Nationality Bias. This describes bias against a specific nationality.

• Subject Bias. This describes bias against a specific field or topic of study.

We note that many more biases may exist, but the data needed to distinguish them is not currently
available. Deliverable 3.1 [24] has already presented our work on detecting biases.

Reviewer’s Correctness, Open Minded-ness, & Persuasion Measures. It is possible to anal-
yse the character of a reviewer by comparing its history of past opinions to the final group opinion
(the aggregation of the group members’ individual opinions). As such, it is possible to categorise
the reviewer’s character accordingly. We currently distinguish three different character types:

• Correctness. This illustrates how close the reviewer’s opinions have been to the group’s
final opinion.

• Open Minded-ness/Stubbornness. This illustrates whether the reviewer has been easily per-
suaded in the past by other reviewers to change its opinion. This could give information
about how stubborn the reviewer is, or (seen from a different perspective) how open minded
s/he is.

213360 June 10, 2010 7



2. METRICS FOR CREDIT ATTRIBUTION

• Persuasion. This illustrates whether the reviewer has been able to persuade others in chang-
ing their opinions into ones that are closer to his.

We note that these measure could help categorise a reviewer’s character but there is no golden
rule that says which character/behaviour is better: there is no rule that says if a reviewer has a
high/low value with respect to a given character, then the reviewer is considered good/bad. For
instance, a reviewer should be open minded, yet continuously changing one’s mind is not a sign of
a good reviewer. Similarly, a reviewer who is never convinced and persuaded by others, yet seems
to be always correct could be an indication of an excellent reviewer.

Opinion-Based Measures. Researchers may form their own explicit opinions about other re-
searchers or existing research work. Existing reviews are one example of these opinions that are
shared with others. Chapter 4 introduced a propagation and aggregation mechanism that com-
putes the reputation of SKOs and researchers. The key point of this algorithm is the propagation
of opinions along in the SKO structural graphs.

Citation-Based Measures. Existing credit attribution models in the field of scientific publica-
tions has mainly focused on the use of citations as an indication to the impact of a given piece of
research work, and hence its respective researchers. Of course, this is based on the assumption
that most citations are positive citations, indicating a satisfaction with and an importance of the
research being cited.

We distinguish between two main mechanisms that use citations to compute the reputation of
both research and researchers, which we outline below:

• Citation Network. Mechanisms falling into this category study citations with respect to the
entire citations network. In the case of SKOs, the citation measure would be based on the
number of citations a given SKO receives with respect to other SKOs in its community. In
the case of researchers, the citation measure is similar to the previous case; however, instead
of investigating which SKO cites which other, one would investigate who is citing whom.
CiteRank [39] is one example of the former, while SARA [30] is an example of the latter.

• Citation Count. Mechanisms falling into this category simply count the citations an SKO
receives to identify the importance of the SKO in its community; the citation network is
not considered. Accordingly, a researcher’s SKOs’ citation count is used in calculating the
reputation of the researcher. In what follows, we provide a sample of existing citation count
mechanisms for researchers:

– Citation Number. This describes the total number of citations received by all the SKOs
of a given researcher

– Average Citation per Paper. This describes the average number of citations per paper.

– The h-index. [15] For a given researcher, this describes the largest number h of the
researcher’s papers (SKOs) that have received (each) at least h citations. The h-index
essentially tries to measure both the scientific productivity and the impact of a re-
searcher.

8 June 10, 2010 213360
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– The m-index. [15] This describes the h-index divided by the number of years since
publishing the first paper. Unlike the h-index, the m-index computes the productivity
and impact of a researcher with respect to the length of his career.

– The g-index. [11] For a given researcher, this describes the largest number g of the
researcher’s papers (SKOs) that have received altogether at least g2 citations. The g-
index takes into consideration singular successful publications, which is overlooked
by the h-index.

We note that numerous more variations of the h-index measure exist that we do not list here.
However, Chapter 3 presents our own effort on computing citation-based measures that fall under
the ‘citation count’ category.

Activity Measures. Although citations have been heavily used by existing mechanisms for com-
puting reputation. We believe ‘activity’ measures, which are straightforward to obtain, may also
carry a strong indication of reputation and interest. For example, if one shares a document with
another colleague, then this may be viewed as more useful than citations because the researcher
believes the document is good enough to actually spend some time on. And in such cases, people
who do not share articles very often might be given higher credibility than those who do.

Activity measures may be calculated by using simple counters. In what follows we propose a
list of such counters:

• Views. Lists who has viewed (or read) a given SKO.

• Downloads. Lists who has downloaded a given SKO.

• Forwards. Lists who has forwarded/recommended/shared a given SKO with their col-
leagues.

• Subscriptions. Lists who has subscribed to a given SKO. This is typically used for liquid
journals.

• Rejects. Lists the SKOs that have rejected another given SKO. This is also typically used
for liquid journals.

• Tags. Lists who have tagged a given SKO.

• diggs. Lists the diggs a given SKO has received.

• delicious Bookmarks. Lists the delicious bookmarks a given SKO has received.

• CiteULike. Lists the SKOs bookmarked by a given CiteULike user.

• LiquidPub Bookmarks. Lists the LP bookmarks a given SKO has received.

• SKOs per Researcher. Lists the SKOs authored by a given researcher.

• Reviews per Researcher. Lists the reviews written by a given researcher.

• Comments per Researcher. Lists the comments written by a given researcher.
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• Reviews per SKO. Lists the reviews a given SKO has received.

• Comments per SKO. Lists the comments a given SKO has received.

• Projects per Researcher. Lists the projects a given researcher has participated in (as a man-
ager, as a researcher, etc.)

Semantic Comparison & Matching-Based Measures. Semantic comparison (e.g. [23]) and
matching mechanisms [35] may be used to compare the keywords used by one SKO to those used
by the SKOs of a given researcher. This could help illustrate how close the subjects addressed
by two SKOs are. Such measures could then be used as an indication of the level of interest that
one SKO holds with respect to a given researcher (by comparing the researcher’s SKOs’ keywords
semantically with the SKO in question), or even the level of interest two researcher hold with
respect to each other (by comparing their SKOs’ keywords).

Matching mechanisms may also be used to compare the events (such as the conferences) at-
tended by two researchers to help predict the level of interest that they may hold with respect to
each other. DBLPvis (http://dblpvis.uni-trier.de/) already provides such a service.

2.2 Liquidity of Metrics

The essence of the Liquid Publications project is the continuous evolution of research work. In
this sense, the LiquidPub metrics should also be ‘liquid’ to accommodate this continuous evolu-
tion. The first main goal of the LiquidPub model, as illustrated by Section 2.1, is to support the
availability and ease of accessibility of various data sources, leading to novel metrics. However,
these metrics do not (on their own) bear a notion of liquidity. This liquidity notion is introduced
when the same measures take into consideration the continuously evolving networks and graphs
(such as the citation network, the SKO structural graph, etc.) that constitute the LiquidPub system.
But how do we accommodate this evolution? We argue that the proposed propagation mechanism
of Chapter 4 holds the key to the liquidity of metrics.

Consider the Liquid Journal example whose SKO graph is defined by Figure 2.2 (the choice of
this specific example is random; the following discussion applies to any LiquidPub use case). In
this Liquid Journal example, the root node represents the journal, the intermediary nodes represent
potential solid issues, and the leaf nodes represent interesting articles, or research material in

... ...

...

...

Liquid Journal

Liquid Journal (solid) Issue

Liquid Journal Article

part of relation

bookmarks relation

KEY

Figure 2.2: The SKO model of a Liquid Journal
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general. The journal may link to interesting material through the dynamic bookmarks relation.
However, solid issues will have to link to selected material through the part of relation, because
journal issues are considered to be composed of the selected material. (For a detailed introduction
to Liquid Journals, we refer the interested reader to [3].)

Concerning credit attribution, different sources of information may influence the reputation
and interest of these three different nodes (and hence their owners). For instance, the citations an
SKO receives contribute to its reputation. Similarly, reviews may also contribute to reputation.
The number of subscribers a journal receives will also boost its reputation. The metrics that have
been introduced earlier on and that are applicable to this use case are numerous.

However, we say a particular node is not only influenced by information concerning this node,
but by the reputation of its neighbouring nodes as well. For instance, if the journal receives a huge
number of subscriptions, then this implies it should be considered as highly reputable; hence, if
this same journal links to new material (another SKO) through the bookmarks relation, then the
reputation of this material should go up since it is getting cited by a reputable journal. Similarly,
if a journal issue is composed of highly reputable SKOs, then the issue should be of high quality,
and vice versa. In other words, metrics could propagate from one entity to another related one.

Technically (and generally) speaking, evolution in the LiquidPub world is defined by the
change of the networks and graphs that constitute the LiquidPub system. Therefore, any time
such a change occurs (such as the addition of a review, the subscription of a new researcher to
a journal, publishing a solid issue, linking to interesting material, and so on), the reputation of
all the nodes in the ‘vicinity’ of this change should be affected. This is the essence of the our
proposed propagation mechanism, that defines what this ‘vicinity’ is and how is the reputation
of those nodes affected. It is this propagation mechanism, which is triggered by changes in the
LiquidPub graphs and networks, that introduces the notion of liquidity for the metrics proposed
by Section 2.1.

2.3 Significance of Liquid Metrics

The previous two sections have introduced the proposed metrics and their notion of liquidity,
respectively. We now move on to discuss the ramifications of our liquid metrics proposal.

On the Propagation of Metrics. Although the propagation mechanism is discussed in detail in
Chapter 4, we mention some of its main characteristics here. We note that the propagation algo-
rithm is designed to propagate opinions. Nevertheless, we say most of the proposed measures may
be interpreted as opinions. For example, a citation may be considered as a positive opinion, and
this is indeed what citation-based measures assume; subscribing to a journal may also be inter-
preted as the subscriber stating its indirect opinion that the journal is at least worth following; and
so on. As such, some measures may easily be translated into opinions and propagated accordingly.

We would also like to note that a different weight is given to each propagated measure based
on the reliability of this measure. For instance, the opinion of a reputable reviewer has more
weight than that of a poor reviewer; the citation coming from a highly reputable paper has more
positive effect than that coming from a poor one; being bookmarked by a highly reputable journal
increases reputation more than being bookmarked by a journal with a lower reputation; and so on.
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In general, the proposed mechanism is primarily used to calculate the reputation of research
work. Research work is specified through SKOs, which could resemble papers, journals, code,
data sets, etc. Hence, the proposed model does not only work for the current notion of scientific
paper, but any scientific contribution. Different attributes may be used to assess the different
aspects of an SKO, such as the quality of work, the clarity of presentation, the novelty of ideas,
the correctness of the method, etc. Furthermore, it is possible that some attributes may only be
applicable to certain types of SKOs.

The reputation of researchers is then based on the reputation of their SKOs, which could be
papers, books, reviews, etc. Of course, different measures may be used for different roles. For
example, a researcher’s reputation as a reviewer is based on the reputation of its reviews only; a
researcher’s reputation as an editor is based on the reputation of the books s/he edited; and so on.
For future work, the reputation of researchers may also take into consideration opinions about the
researchers themselves, as opposed to those about their SKOs only. For example, researchers in
the future may be capable of directly rating each other.

As a potential future extension to our work, the reputation of communities may also be anal-
ysed through our model. We believe computing the reputation of communities is not a straightfor-
ward task, since different communities follow different trends in their research work. However,
the proposed model may be used to compare and highlight these different trends.

On Promoting Good Behaviour. We believe that the key to ‘good’ research behavior is a direct
result of a successful credit attribution mechanism. In the hope of promoting this ‘good’ behaviour,
the propagation mechanism of Chapter 4 has carefully been designed to address the following
issues:

• Encouraging researchers to spend more time on producing high quality research than nu-
merous lower quality ones by not focusing on the number of publications, but the quality
and impact of research work.

• Encouraging early sharing of novel and promising ideas, yet penalising the early sharing of
drivel ideas that would create noise in the system.

• Discouraging the repackaging of already existing ideas that do not provide any added value,
yet encouraging continuous work on already existing ideas that would result in a worthwhile
improvement.

• Encouraging researchers to produce more high quality reviews.

Our proposed propagation algorithm’s equations, presented by Chapter 4, address these issues.
Hence, we postpone the discussion of how are these ‘encouragements’ realised to the remaining
chapters of this document. The simulation exercise of Chapter 6 attempts to validate those that the
current LiquidPub implementation allows us to validate. We note that the list of good behaviour
presented above is only an example, and Chapter 7 summarises our work by providing a more
exhaustive list of the promoted good behaviour.

12 June 10, 2010 213360



D4.1 Credit Attribution FP7-ICT-2007-C FET OPEN 213360 LiquidPub

2.4 Liquid Metrics In Practice

Our work on credit attribution is ongoing work. The networks and graphs constituting a LiquidPub
system do not provide yet all the information we aspire. The previous sections have discussed the
potential of our current work. This section summarises the various information sources that we
currently use in practice for computing the reputation of both researchers and research work, which
we present below:

• The number of citations, along with which SKO is citing which other, influences the repu-
tation of any SKO, and hence, their owners.

• The number direct opinions an SKO receives, along with who is providing this opinion,
influences the reputation of any SKO, and hence, their owners.

• The number of subscriptions that a Liquid Journal may receive, along with who is the re-
searcher subscribing to this journal, influences the reputation of this journal, and hence, its
owner (the editor).

We note that considering additional resources in the future is straightforward. As soon as
the infrastructure allows us to extract such information, a minimal translation step will be needed
to translate the new information into an opinion, which can then be propagated with the currently
fully functioning propagation algorithm. For instance, we plan to make use of additional measures,
such as who has recommended which SKO to their colleagues, how many times have SKOs been
tagged and by whom, whether an SKO has been rejected by a journal, how much comments did
an SKO attract, and so on.

In what follows, we introduce our work on citation-based measures, before presenting the
propagation mechanism in the subsequent chapter.
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Chapter 3

ResEval: Research Impact Evaluation

Existing mechanisms mainly focus on the use of citations for evaluating the impact of research and
researchers. This chapter is concerned with the computation of more informative citation based
measures. It focuses on providing an open and resource-oriented research impact tool, ResEval,
that stresses the customisation of existing measures, such as the h-index measure.

The rest of the chapter is organized as follow: Section 3.1 presents the motivation behind our
work on the ResEval tool; Section 3.2 briefly revises some related work; Section 3.3 introduces
the ResEval tool through the description of its conceptual model, languages, and architecture;
Section 3.4 presents the prototypes of the proposed ResEval tool along with some preliminary
results; and Section 3.5 concludes with a discussion of future work.

3.1 Motivation

Today there is a great pressure in academia and research centers to measure the productivity of
researchers or research groups, in order to decide which people to hire or promote, or how to
divide funds among groups e.g. in a department or among universities [16]. Scientific research
is heavily funded by governments and institutions around the world that want to be able to have
some reliable, personalized and flexible metrics to monitor both the productivity of their public
money and the quality/impact of research, in order to establish the policies for future investments.

Another important dimension in the research impact evaluation domain lies in the exponen-
tial growth of the amount of available scientific/scholarly digital content. This raises the need for
reliable, fast and–as much as possible–automated tools to support the query and successive rank-
ing of “interesting” scientific contributions and researchers. Also, in this case, the availability of
personalized and flexible metrics based on the potentially available digital sources could support
scientists in their search for high impact scientific artifacts (not only papers, but also shared ex-
perimental data and procedures, influential blog entries and interesting discussions). Moreover,
one could search for the most influential researchers in the DB community or do a search for the
“best” paper in some topic across different communities.

In this chapter we present some preliminary concepts and tools, exploiting new opportunities
and lessons learned from Web 2.0 and service-oriented paradigm, for an efficient (for people),
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effective (for science), and sustainable (for the community) way of evaluating scientific research
impact. Specifically we present and discuss a model, languages and architecture for a tool capable
of evaluating research contributions and people by using personalized and pluggable metrics on
data gathered automatically from a variety of scientific information sources.

Our aim is to have a web application that can support the semi-supervised evaluation of the re-
search impact of a certain contribution, researcher and/or groups of researchers (e.g., departments,
universities, research center, countries). The main contributions of the proposed approach are:

• A common platform to access various kinds of scientific resources available on the web,
supporting a simple framework to develop value added services for scientists and evaluation
centers. Such a platform provides programmatic and universal access to scientific resources,
hiding the tedious problem of accessing heterogeneous services which very often are not
even available for programmatic access but are only designed for Web browser access (e.g.,
Google Scholar).

• A tool that supports the definition and implementation of tailored and personalized metrics
that can be easily integrated in a service-oriented platform.

• The capability to define in specific Research Evaluation Languages the personalized metrics,
the query on web sources and the group definition and selection.

• The capability to evaluate not only individual scientists or contributions, but also research
groups, departments and institutions.

3.2 Related Work

Today there is no unique and widely accepted way to assess the productivity of a researcher. Some
simply use the number of publications or grants received. Others use somewhat widely accepted
metrics based on citations.

Bibliometric indices have become a standard and popular way to assess research impact in
the last few years. All significant indicators heavily rely on publication and citation statistics
and other, more sophisticated bibliometric techniques. In particular, the concept of citation [13]
became a widely used measure of the impact for scientific publications although problems with
citation analysis as a reliable method of measurement and evaluation have been acknowledged
throughout the literature [10]. Indeed, not always a paper is cited because of its merits, but also
for some other reasons, as flaws, drawbacks or mistakes.

A number of other indices have been proposed to balance the shortcomings of citations count
and to “tune” it so that it could reflect the real impact of a research work in a more reliable way. The
most commonly used are h-index [15], h−b index [4], g-index [11], AR-index [17], contemporary
h-index [36] and individual h-index [5].

For a number of years researchers had only one source for looking at this type of information:
the commercial ISI Thomson Scientific database (currently Web of Science1). As authors in [16]
have shown, this source cannot be used for evaluating computer science. In the following years,

1http://scientific.thomson.com/products/wos/
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many other competitors emerged like Citeseer,2 Scopus,3 and Google Scholar,4 with the purpose
of giving users a simple way to broadly search the scholarly literature.

Based on the existing sources, new tools are beginning to be available to support people in
the research impact analysis. A useful tool is Publish or Perish [14], a desktop based software
program that uses Google Scholar to retrieve the citation data, and then analyze it to generate the
citations based metrics. Current weakness of this tool are: (i) the reliance on only one informa-
tion source (Google Scholar); (ii) the need for manual cleaning of the obtained data (for example
for author disambiguation and self-citations among others) and (iii) the lack of Application Pro-
gramming Interface (API) over which other applications or web services could use the offered
functionalities. A different approach is provided by Scholarometer:5 a social tool which is used in
citation analysis and also for evaluation of the impact of an author’s publications. It is a browser
free add-on for Firefox that provides a smart interface for Google Scholar and requires users to
tag their queries with one or more discipline names. This generates annotations that go into a
centralized database, which collects statistics about the various disciplines, such as average num-
ber of citations per paper, average number of papers per authors, etc. The impact measures are
then dynamically recalculated based on the user’s manipulations. Scholarometer provides a server
where information about the queries performed and their results are stored. However, it does not
offer an API to retrieve or use this information.

3.3 ResEval: a new Research Impact Evaluation Tool

Even though there are applications for assessing research impact, all the currently available solu-
tions/tools lack in our view some key features, namely: (1) completeness of data, (2) flexible and
personalized metrics (3) languages to support the user in defining sources, queries and metrics and
(4) data processing options. Data completeness is indeed a main issue in the process of evaluat-
ing research people: e.g. some sources do not (completely) cover some disciplines, for instance
Web of Science is not good for Computer Science, while it is very important to compute citations
received by all the documents published by a given author. We tackle this issue by leveraging on
an open, resource-oriented Resource Space Management System (RSMS) that is able to provide
homogeneous programmatic access to heterogeneous resources and web services, regardless of
how they are implemented, as long as they are web accessible.

The possibilities to define flexible metrics is essential in order to have a personalized access to
the information, e.g. one might want to exclude self-citation from the h-index value of a researcher
or see how this index could change excluding citations coming from the top co-authors. For
research group evaluation one might want to specify the community in order to assess in the
proper context the group impact. We take this challenge by using a service-oriented architecture
that allows users to use existing metrics or define their own metrics.

To assist the user we are developing specific Research Evaluation Languages in order to sup-
port the user in both the query and the definition of the personalized metrics. Moreover, we provide
further data processing options by supporting the user in the creation of communities to be eval-

2http://citeseer.ist.psu.edu/
3http://www.scopus.com/home.url
4http://scholar.google.com/
5http://scholarometer.indiana.edu/
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uated and analyzed. In the following we briefly describe the three layers present in the proposed
solution: Concepts, Languages and Architecture.

3.3.1 Concepts

The main concepts of our proposed approach are:

• The use of the web as a source of information. We take advantage of the already available
information and use a homogeneous programmatic access to scientific resources. We base
our approach on current research on Resource Space Management System.

• The use of service oriented architecture to increase the extensibility of our web application
that allows the development of widgets and vertical applications tailored to the specific
user’s needs.

• The implementation of all modules as services to improve interoperability between them.

• The definition of specific Research Evaluation Languages in order to support the user in
both the query and the definition of the personalized metrics.

3.3.2 Research Evaluation Languages

The main goal of Research Evaluation Languages (RELs) is to provide a simple yet powerful in-
terface to nontechnical users, so that they can define metrics and communities without any DBMS
or algorithmic related knowledge. One of the important aspects in this context is the application of
natural language interface (NLI). The RE languages themselves are defined using XML Schema
(XSD).

We divided REL structure in three layers (Figure 3.1). A Platform Independent Language
(PIL) allows users to use a restricted natural language to write queries to define metrics and groups.
There have been several approaches working towards use of Natural Languages [2], but the best

Figure 3.1: Structure of a REL
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applications so far use some restrictions in the expression power of the user [1]. As an example,
for the case of queries, users are given support to write simple or complex queries. This query is
in the form of a Restricted Platform Dependent Language (RPDL). The query is then transformed
into XML, and then it is converted into a Platform Dependent Language (PDL) which is in our
case SQL.

3.3.3 Architecture

The architecture of the ResEval tool is defined in three well-differentiated layers, as seen in Fig-
ure 3.2.

Figure 3.2: ResEval’s main architecture

Interface Layer

This is the layer that provides the main functionalities of the tool through several user interfaces.
One interface offers all the functionalities needed to create new metrics or manage existing ones.
The other lets us to compute existing metrics defined using the available options and source of
information (e.g. Scholar Google). The choice of developing multiple interfaces is also moti-
vated by the need to have, eventually, the possibility to embed the application in a more complex
platform.

Core Layer

In this layer the tool stores and manages all the definitions and logic of the metrics. Metric manager
is the core component of the tool, the one that gets the metric definition, retrieves all the data
needed to compute a metric from the specified source, and finally computes it. The computation
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engine component computes the metrics using available options according to metric definition
and information sources. Once a metric is completely defined, this component will provide the
user with the interface necessary to compute it. The modules that can be identified in a metric
architecture, and that can be seen in Figure 3.3, are the following:

Figure 3.3: Pluggable metric architecture

• Information Parser: This is the module that parses the information received from the appli-
cation and prepares it for the metric computation.

• Information Retriever: This is the module that gets the information from the metric’s own
source and prepares it for the metric computation.

• Metric Computation: This is the module that allocates and executes the algorithm that com-
putes the metric.

• Response Wrapper: This is the module that prepares the response message that will be
returned to the application with the result of the metric.

The parameters that need to be set for computing a metric are: Object (the name of the sci-
entific object that is evaluated), Object Type (the type of the object that is evaluated, currently
author and contribution types are supported), Metric (the name of the metric that is computed for
the selected object), Algorithm (the name of the algorithm that is used to compute the selected
metric), Source (the name of the source from where the information needed to compute the met-
ric is retrieved), Source filters (the set of filtering options that are used to narrow the number of
results from the selected source), and Reload (a flag that indicates for the tool whether it needs to
get recent information from the source instead of cached one).

Data Layer

This layer is used to get the data needed in order to compute a specific metric. There are different
sources where the tool can get the data: internal sources, such as a local database, or external
sources found in the web. For these external sources an adapter must be implemented that is
able to retrieve the information for each source. Furthermore, the adapter must be registered in
the resource space management and access management modules in order to be available for use.
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The architecture includes the cache mechanism to store the information retrieved from underlying
sources. The caching system is clearly motivated by performance reasons, since we are dealing
with a web application that often queries external servers and, therefore, loses much time due to
network’s overhead.

3.4 Prototypes for the ResEval RestFul API

At present we have implemented two prototypes based on ResEval RestFul API. The first pro-
totype provides a simple web application to query for the evaluation of research contributions
and individual researchers using citation based metrics and can be used and tested at http:
//project.liquidpub.org/reseval/. We have implemented (as a plug-in) the following
standard metrics for individual researchers: overall citations count; number of publications; av-
erage number of citations per publication; h-index; and g-index. In addition we also provide
pluggable metrics for some novel indicators, namely:

Signal to noise ratio: This is the ratio between the number of publications that contribute to
the computation of the h-index and g-index, i.e. those that have received at least one citation and
the total number of publications. The aim of this metric is to somehow estimate the quality of the
work of a researcher compared to the number of his publications.

Top citers: This is a list of those that have cited the specified author the most. Users can
click on the check-boxes to exclude one or more of them, in order to see how the indices change
without their citations. The idea is to see whether the citations come only from people “known”
by the specified author (i.e. co-authors, himself) or, conversely, the author is cited by people from
different departments, organizations, universities.

Top co-authors: This is the list of those that have often co-authored a publication with the
specified author. Users can click on the check-boxes to exclude one or more of them. This aims to
be an indicator of the independence of the author.

h-index and g-index without self citations: Self citations are subtracted from the total number
of citations, then the two indices are recomputed. This is used to see how much the self-citations
weigh on the assessment of the specified author.

The second prototype is a group comparison web application, available at http://project.
liquidpub.org/groupcomparison/. It allows users to create groups of researchers and to do
comparison across and within groups. A group can be formed in various ways, e.g. finding all
co-authors of a certain author, or considering all the full professors in a department.

Once groups are created they can be compared considering average h-index, average g-index,
number of publications, etc. An example of these analysis is shown in Figure 3.4 where we
compare average h-index computed with the ResEval RestFul API among three research groups.

In Figure 3.5, we compare instead the distribution of two indices (h-index and g-index) in two
research groups. Specifically, we plot the value of the indices computed with the ResEval RestFul
API for every person in the group (ordered from the highest index to the lowest). Indeed, it is
possible to compare two or more groups using the aggregate bibliometric indices, as well as to
compare scientists within the same group. Moreover, doing comparisons within a particular group
allows us to identify the most prominent scientists within the group.
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Figure 3.4: Average h-indices comparison

Figure 3.5: Example of group comparison: distribution of h-indices & g-indices for three groups

3.5 Final Remarks

This chapter has presented the concept and the architecture of an open and resource-oriented re-
search impact evaluation tool, ResEval. Even though first prototypes have been developed and
are accessible online, the work is still at a preliminary stage. Ongoing work includes a full de-
velopment of the languages described in Section 3.3 as well as leveraging on the Resource Space
Management System approach in order to increase the number of web sources.
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Chapter 4

OpinioNet: Opinion Based Reputation

Trust and reputation are key to the success of open systems in general, and their significance in
the LiquidPub system is as crucial. They aid peers in deciding what or whom to select, and they
provide incentives for peers to behave ‘properly’. Amongst existing work on trust and reputation,
the most relevant to the work presented in this chapter are the mechanisms that compute repu-
tation based on the sharing of past experiences, especially those that focus on formed opinions.
This chapter proposes a novel approach by highlighting the importance of the structural relations
linking related entities and their use in indicating the flow of opinions from one entity to another.

The chapter essentially proposes two different propagation mechanisms (although the former
has been tested more extensively than the latter). The first propagates the opinions of a single re-
searcher, allowing the researcher to make its own deductions about the reputation of other entities,
or SKOs. Aggregation mechanisms in this case are basic and independent from the propagation
mechanism. The second proposal aggregates the opinions of all reviewers from within the propa-
gation mechanism, which provides a more general propagation and aggregation mechanism.

In both cases, however, the concept of propagating opinions introduces the notion of liquid
reputation (or credit attribution) measures. This notion of liquidity implies that any new formed
opinion not only influences the reputation of the entity it addresses but also the reputation of all
entities related to the one it addresses. For instance, if a paper is accepted by a conference, then
we say the paper’s reputation should be influenced by that of the conference, and vice versa.

The rest of this chapter is divided as follows: Section 4.1 provides the preliminary defini-
tions required by the proposed propagation mechanisms; Section 4.2 introduces the OpinioNet
propagation mechanism that propagates opinions for single researchers; Section 4.3 presents the
alternative OpinioNet+ propagation mechanism that aggregates opinions as they are propagated;
Section 4.4 compares the proposed mechanisms to existing work; and Section 4.5 concludes.

4.1 Preliminaries

In the publications world, papers may be viewed as being composed of sections, proceedings
composed of papers, books composed of chapters, and so on. The basic idea of LiquidPub is that
researchers may write sections, papers, chapters, books, etc. and then link these bits and pieces
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together, or reuse already existing material, by making use of the part of relation. Additionally,
contributions (SKOs) may cite each other, be linked to each other via the version of relation,
and so one. Researchers may also review each other’s work and form their own opinions about
contributions that they read. They may leave comments on SKOs, tag them, share them, bookmark
them, and so on. All of this results in a complicated LiquidPub graph that is composed of various
relations linking researchers and research work together. For example, the co-authorship network,
the citation network, the structural graphs, etc. are all parts that constitute the LiquidPub graph.

This chapter, however, is only concerned with the propagation of opinions in the LiquidPub
structural graphs, i.e. the graphs constructed by the part of relation. As such, this section provides
the formal definitions to the LiquidPub structural graph (SG) and opinions in the LiquidPub sys-
tem, respectively. We note, however, that the techniques proposed in this chapter are not restricted
to the publications domain, and the SG graph defined below may also be used for applications
different than the LiquidPub project.1

4.1.1 The LiquidPub Structural Graph

From the point of view of the proposed propagation mechanisms, the LiquidPub structural graph
is viewed as the graph representing which SKOs are part of which other, along with information
about who reviewed what and how.

Definition 1 A LiquidPub structural graph SG is defined as the tuple specified by a set of nodes
and relations, accordingly:

SG = 〈N,G,O,E,A,T,P,F 〉

where

• N is the set of contributions, or SKOs, which we simply refer to as nodes,

• G is the set of researchers that may form opinions about nodes α ∈ N,

• O is the set of direct opinions that researchers may hold, and whose elements are defined by
the following section,

• E={e1, ...,en} is the evaluation space for O, and E is an ordered set (for example, we say
bad < good < very.good < excellent; as such, E={e1,e2,e3,e4} could be defined accord-
ingly: e1=bad, e2=good, e3=very.good, and e4=excellent),

• A is the set of attributes (such as {strength,quality,novelty, . . .}) that opinions may address,

• T represents calendar time,

1For example, say a new coffee machine is now out in the market and it has not been rated yet. What can an
interested customer infer about this new item’s reputation? Clearly, the reputation of other coffee machines of the same
brand, or even other products of this brand in general, would be of help here. Hence, there is also a need for representing
the structural relations linking entities together in domains other than LiquidPub. In this example, a structural graph
may be used, and the brand may be represented as one node in this graph, the brand’s coffee machines as a child node
to the former, the new coffee machine model as a child node to the latter, and so on. Such a representation will not only
facilitate the flow of opinions amongst related entities, but also permit raters to choose the granularity level at which
they would prefer to leave their opinions at. For instance, while one might be interested in rating this specific model in
the future, he might also be interested in providing a rating for the brand’s coffee machines in general.
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• P ⊆ N×N is a set of directed links (that means “part of”) among SKOs (i.e. (n,n′) ∈P
represents n as being part of n′),

• F : G×N×A×T →O is a relation that links a given researcher, node, attribute, and time
to their corresponding opinion.

4.1.2 Formed Opinions

We understand opinions as probability distributions over an evaluation space, for a particular at-
tribute and at a given moment in time. For example, one can define the evaluation space for
addressing the quality of a node as {poor,good,v.good,excellent}. Note that the evaluation space
is essentially the sample space of probability distributions. The set of attributes that opinions may
address can be {quality,novelty,clarity,signi f icance}. We then define an opinion accordingly:

Definition 2 The opinion that a researcher in the set G forms about an SKO in the set N concern-
ing an attribute in the set A at time T is defined as a probability distribution over the evaluation
space E accordingly:

P(E|G,N,A,T ) = {e1 7→v1, ...,en 7→vn}

where,

• P(E|G,N,A,T ) ∈ O,

• E = {e1, ...,en}, and

• vi ∈ [0,1] is the value assigned to the element ei ∈E, with the condition that ∑
i∈{1,··· ,|E|}

vi = 1.

We note that the opinion one holds with respect to another may change with time, hence
various instances of P(E|G,N,A,T ) may exist for the same reviewer, SKO being reviewed, and
attribute being addressed, but with distinct timestamps.

Another important thing to note is that opinions are not always explicitly specified through
reviews. For example, if a researcher subscribes to a Liquid Journal, then this may be interpreted
as the researcher forming an opinion that the Liquid Journal is good enough to follow. In technical
terms, LiquidPub subscription information may be translated into opinions by mapping the sub-
scriber’s reputation value to that of the deduced opinion. Another example is to interpret citations
as another source of implicit opinions. For instance, a researcher deciding to cite a given SKO may
be understood, on average,2 as the researcher forming an opinion that the SKO is good enough
(or valuable enough) to cite. Technically speaking, it is the SKO that the researcher produces that
actually cites the former. Hence, in practice, we may assume that SKOs may also form opinions

2There are cases in which some papers have attracted a huge number of citations because the paper was being
used as an example of ‘bad’ research work. We acknowledge that citations are not always a good indication to the
quality of the contribution being cited. However, in the past, citations have been (almost) the only available indication
to quality and impact. In fact, most, if not all, existing mechanisms (such as CiteRank [39], Sara [30], h-index [15],
etc.) base the reputation of researchers and research work on citations. Our stance is that explicit opinions obtained
from reviewers are the most reliable form of opinions. Hence, they should be given more weight when calculating
reputation. Nevertheless, when explicit opinions are scarce, citations (along with other potential indications to quality)
may be used.
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about each other. In this case, the definition of P(E|G,N,A,T ) will need to be modified into
P(E|G∪N,N,A,T ), which implies that the entity forming the opinion could either be an element
of the set of researchers G or an element of the set of SKOs N. Citations may then be translated
into opinions in a similar manner to subscriptions. Of course, many more information sources
may be translated into opinions. For example, Equation 4.13 illustrates how h-indices of authors
may be interpreted as initial opinions about their SKOs’.

In summary, the propagation mechanisms presented by this chapter may be used for propa-
gating any type of information that may influence reputation measures, and not only propagating
explicit opinions. Furthermore, the propagation mechanisms may be used for any type of infor-
mation in a straightforward manner without any modifications or tweakings. All that would be
needed is the equations that would translate the information provided into a probability distribu-
tion P(E|G∪N,N,A,T ).

4.2 OpinioNet: Propagation of Opinions in Structural Graphs

Reputation is widely understood as group opinion. Opinions may be assigned by researchers (or
peers, in general) to nodes of the structural graph. However, this section argues that assigned
opinions affect the opinion that the same researcher has about neighbouring nodes, and therefore
a propagation of opinions may be put in place. In what follows, we present our proposal for this
propagation mechanism, which allows a single researcher, after it has formed opinions about a few
entities (nodes) in a structural graph, to be able to infer its opinion concerning unfamiliar related
entities.

The basic idea of the OpinioNet algorithm is that if a node does not receive a direct opinion,
then its opinion may be deduced from its children nodes’ opinions. This is because the parent
node is structurally composed of its children nodes. Hence, the opinions on children nodes must
necessarily influence the deduced opinion on a parent node. We refer to the direct opinion on a
node or its deduced opinion from the parts that compose it as the intrinsic opinion of that node.

However, in the absence of information about the node itself, or the parts that compose it,
then information may be inherited from the community to which one belongs. In other words,
in the absence of information about intrinsic opinions, a node may inherit the opinions of its
parents’ nodes. For example, people assume that because a given paper has been accepted by a
highly reputable journal then this implies that the paper should be of good quality. Of course,
when people actually read the paper, or parts of the paper, they may start constructing their own
opinions, as opposed to relying on the default inherited one. We refer to opinions propagated from
parent nodes to children nodes as extrinsic opinions. And we note that people usually rely on
extrinsic opinions in the absence of intrinsic ones. Hence, extrinsic opinions may be viewed as
providing some sort of a default measure that people may refer to in the absence of other more
reliable sources of information.

The questions that arise and are addressed by this section are: (1) how do opinion-based rep-
utation propagate in such graphs, and (2) how are all opinions, explicitly specified or propagated,
aggregated to provide a final opinion-based reputation measure for a given node of this graph?

Question (1) above is addressed by Sections 4.2.1–4.2.3: first, Sections 4.2.1 and 4.2.2 il-
lustrate how intrinsic and extrinsic opinions are calculated, respectively, and then Section 4.2.3
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presents the OpinioNet algorithm summarising how opinions propagate within a structural graphs
through the calculation of intrinsic and extrinsic opinions. Question (2) is addressed by Sec-
tion 4.2.4, which discusses the aggregation of opinions. The OpinioNet section is then wrapped
up by presenting our preliminary results in Section 4.2.5.

We remind the reader that propagation of opinions in the OpinioNet algorithm takes place for a
single reviewer and a single attribute. In other words, we say one researcher’s opinion cannot affect
another’s,3 or an opinion addressing novelty should not affect the correctness aspect of a paper.4

The aggregation stage, described by Section 4.2.4 is responsible for dealing with several reviewers
and several attributes being reviewed. Hence, in Sections 4.2.1–4.2.3, since the reviewer r ∈G and
the attribute a ∈ A being assessed are fixed, we simplify notation and replace P(ei|r,n,a, t) with
Pt

n(ei), or even Pt
n.

4.2.1 Intrinsic Opinions

The intrinsic opinion of a node is either based on the direct opinion that the node has received or
on an aggregation of its children nodes’ intrinsic opinions. In the latter case, we argue that the
reliability of the aggregation should take into consideration the percentage of nodes with direct
opinions that are contributing to the aggregated value, which we discuss below.

Reliability of Opinions

We say, when calculating node n’s intrinsic opinion by aggregating the intrinsic opinions of its
children nodes, it is crucial to know the proportion of nodes that have received a direct opinion
in the structural sub-tree whose root node is n. This measure, in a way, provides information on
the reliability of the aggregated intrinsic opinion of n. The higher the proportion of nodes with
a direct opinion that are contributing to n’s deduced intrinsic opinion, then the more reliable this
deduced opinion is. We define the reliability parameter π as follows:

π
t
n =



1 ∃ t ′≤ t ·direct(Pt ′
n)

0 ∀ t ′≤ t ·¬direct(Pt ′
n)

∧ 6 ∃ c · (c,n) ∈P

∑
(c,n)∈P

π t
c

|{c′ |(c′,n) ∈P}|
otherwise

(4.1)

where the logical notation is that of first-order logic, and direct(Pt ′
n) states that node n has received

a direct opinion at time t ′.

3Of course, persuasive dialogues can, and actually do, allow one researcher to influence another’s opinion. Addition-
ally, [40, 6, 21] illustrate how the social network and the position of researchers within their social network contribute
to opinion formation and the influence of one researcher’s opinion on another’s. However, these influences are beyond
the scope of our research.

4Again, there might be a strong correlation between attributes which might allow the opinion on one to affect the
opinion on another. Additionally, reviewers may be susceptible to having their opinion on one attribute influence their
opinion on another. However, again, these influences are beyond the scope of our research.
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Note that if a node has received a direct opinion, then its π takes the value 1. However, if
a node has never received a direct opinion from the researcher and the node does not have any
children nodes, then its π takes the value 0. Otherwise, the π of a node would be the average of
its children’s πs. We note that π t

n ∈ [0,1] and the value of π is non-decreasing along time t, since
we currently assume the structural graph to be static.

Aggregation of Children’s Opinions

In the absence of direct opinions, we say a parent node n’s intrinsic opinion is calculated as an
aggregation of its children nodes’ opinions, where each child node’s contribution to the final ag-
gregated value is based on the child node’s π value. This is illustrated by the following equation:

Pt
n =

1

∑
(c,n)∈P

π
t
c
· ∑

(c,n)∈P
π

t
c ·Pt

c (4.2)

Note that we do not consider the percentage of contribution of a child node with respect to
its siblings. For example, we do not say the main section of a paper is far more important that
the introduction, since such information is not currently available and may even be subjective. As
such, we simply rely on reviewers’ direct opinions to highlight which children nodes are given
more importance than others. We assume that children nodes whose impact is more important that
others (whether they receives positive or negative opinions) are the ones that attract more opinions
than the others.

Decay of Intrinsic Opinions

We consider the integrity of opinions to decrease with time. We then say, as intrinsic information
loses its value, one should revert to the default information (or the extrinsic one). This is expressed
by the following equation:

Pt
n = Λi(Dtn

n ,Ptn
n ) (4.3)

where tn ∈ T represents the latest point in time when a value (in this case, for P and D) was
recorded for node n, D is the probability distribution describing the node’s extrinsic opinion and
is the default opinion that the intrinsic opinion decays towards (we note that D, which is defined
in the following section, is updated along time), and Λi is a decay function satisfying the property:
limt→∞ Pt

n = Dtn
n . In other words, Λi is a function that makes Pt

n converge to Dtn
n with time. One

possible definition for Λi could be: Pt
n = (Ptn

n −Dtn
n )∆ν∆t +Dtn

n , where ν ∈ [0,1] is the decay rate,
and:

∆t =

{
0 t− tn < κ

1+ t−tn
t max otherwise

The definition of ∆t above serves the purpose of establishing a minimum ‘grace’ period during
which the information does not decay and that once reached the information starts decaying. The
period of ‘grace’ is determined by the parameter κ . We then introduce the parameter t max, which
may also be defined in terms of multiples of κ , to control the pace of decay. The main idea behind
this is that after this grace period, the decay happens very slowly; in other words, ∆t decreases
very slowly.
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Initially, and in the absence of any information, we say Pt0
n = Dt0

n , where t0 ∈ T represents the
initial time (or the time when node n joined the structural graph, in the case of a dynamic graph).

4.2.2 Extrinsic Opinions

While intrinsic opinions are the result of either direct opinions or an aggregation of children’s
intrinsic opinions, extrinsic opinions are an aggregation of parents’ intrinsic opinions. They repre-
sent the inheritance of parents’ intrinsic opinions. Similar to intrinsic opinions, extrinsic opinions
are calculated using a similar aggregation mechanism that uses the same reliability parameter π .

Aggregation of Parents’ Opinions

A child’s extrinsic opinion is calculated by aggregating its parents’ intrinsic opinions as follows:

Dt
n =

1

∑
(n,p)∈P

π
t
p
· ∑

(n,p)∈P
π

t
p ·Pt

p (4.4)

Decay of Extrinsic Opinions

The extrinsic opinion plays the role of the default opinion that a given opinion at a given node de-
cays towards. However, similar to intrinsic opinions or any other type of information, the integrity
of extrinsic opinions also decreases with time, although presumably at a much slower pace than
the decay of intrinsic opinions towards extrinsic ones. Therefore, we say:

Dt
n = Λe(F,Dtn

n ) (4.5)

where tn ∈ T represents the latest point in time when a value for D has been recorded for node
n, F = 1

|E| represents the flat (or uniform) probability distribution that Dtn
n decays towards (note

that a flat distribution describes the state of complete ignorance, or lack of information), and
Λe represents a decay function similar to Λi of equation 4.3 (although the decay rate should be
much slower; i.e. the ν , κ , or t max of Λe should be larger than those of Λi). In other words,
while intrinsic opinions decay towards extrinsic ones, extrinsic opinions decay towards the flat
distribution F at a much slower pace.

Initially, and with the absence of any information, we have Dt0
n = F, where t0 ∈ T represents

the initial time (or the time node n joined the structural graph, in the case of a dynamic graph).

4.2.3 The OpinioNet Algorithm

As illustrated by the previous sections, a node’s P and D values are based on the latest decayed
values of all its children and parent nodes, respectively. And each of those is, in turn, based on
the latest decayed values of their own children and parent nodes. In other words, to obtain the
precise values of a given node at a given point in time, one should be recalculating every node’s
π , P, and D values at every single step in time. Naturally, this is a very demanding computational
algorithm which consumes loads of memory and time. For this reason, the algorithm we present
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(Algorithm 1) is an incremental algorithm for propagation that replaces equations 4.1, 4.2, and 4.4
with the incremental equations 4.6, 4.7, and 4.8, respectively, as illustrated below:

• Incremental Update of π: Incremental equation 4.6 replaces equation 4.1 by allowing the
update of node n’s π value by simply considering the new π value of the child node c that
triggered this update, as opposed to considering all the children nodes’ π values.

π
t
n = π

tn
n +

π t
c−π tc

c

|{c′ | (c′,n) ∈P}|
(4.6)

• Incremental Update of P: Equation 4.7 is used to update the inferred intrinsic opinion P of
node n by simply considering the new π and P values of the child node c that triggered this
update. The basic idea is that the old P value of node n (Ptn

n ) is now modified by taking into
consideration the new change in the π and P values of the child (π t

c and Pt
c). We remind the

reader that, ideally, one should recalculate Pt
n by taking into consideration all the decayed

values of the children, following equation 4.2. In practice, this is computationally expensive.
Hence, we believe an approximate update that considers the new values of the child node
may be good enough. Of course, further experimentation may be needed to help choose the
exact weight that needs to be given for the new values.

Pt
n =

π tn
n Ptn

n +π t
cPt

c

π
tn
n +π t

c
(4.7)

• Incremental Update of D: Similar to equation 4.7, equation 4.8 is used to update the
extrinsic opinion D of node n by simply considering the new π and P of the parent node p
that triggered this update.

Dt
n =

π tn
n Dtn

n +π t
pPt

p

π
tn
n +π t

p
(4.8)

The basic idea behind Algorithm 1 is that the addition of a newly assigned opinion P to a node
n (which is accompanied by the modification of n’s π value) would trigger a wave of modifications
in the structural graph by sending n’s new π and P values to its neighbouring nodes (both parents
and children), which would in turn send their modified values to their neighbouring nodes, and so
on.

We note that in Algorithm 1, every node reacts to any new information it receives and updates
its values accordingly, without having to keep track of the entire propagation mechanism. All
it has to do is to transmit its updates to neighbouring nodes. This a distributed approach which
suits applications where nodes may be physically located in different locations, such as the case
of Liquid Publications.

There are three different cases of a node receiving new information. These are: (1) when a
node receives a directly assigned opinion, (2) when a node receives updated π and P values from
one of its children nodes, and (3) when a node receives updated π and P values from one of its
parents’ nodes. In summary, these three cases state that when a new opinion is assigned to some
node, it propagates upwards (only if the difference between old and new values is not negligible)
until it hits a root node. Then, the wave of propagation would start moving back down the tree to
hit leaf nodes. And it is during these waves that nodes update their values. For this reason, there is
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Algorithm 1 OpinioNet: propagation of opinions
Require: E ⊆ N×N represents the part of relations linking nodes from the set N together
Require: πt

n represents the portion of nodes of the sub graph, whose root node is n, that have received direct opinion
by the time t; Equation 4.6 provides the incremental version of the equation used by this algorithm

Require: Pt
n represents the intrinsic opinion of node n at time t, and it is specified as a probability distribution; Equa-

tion 4.7 provides the incremental version of the equation used by this algorithm
Require: Dt

n represents the extrinsic (or default) opinion of node n at time t, and it is also specified as a probability
distribution; Equation 4.8 provides the incremental version of the equation used by this algorithm

Require: F represents the flat probability distribution
Require: Λi and Λe represent the decay functions (e.g. Section 4.2.1)
Require: t, ts, tn,hn ∈ T represent calendar time; t is the current time, ts is some point in time, tn is the latest time

information was saved (e.g., Ptn is the last saved value of P), and hn is the last time node n did its house keeping work
Require: HK represents the frequency of house keeping, which initiates waves of opinion updates every now and then
Require: Wn represents the set of messages that node n has sent out to neighbouring nodes and is waiting replies for
Require: ζ represents the threshold that decided when a distribution is considered big enough to be propagated
Require: new opinion(Pt

n) represents the new addition of a direct opinion P for node n at time t
Require: send(m,N′) represents sending the message m to the set of nodes N′ ⊆ N
Require: receive(m,n) represents the receipt of the message m by node n

while > do
if new opinion(Pt

n) then
πt

n = 1
send([πt

n,Pt
n],{p | (n, p) ∈ E })

Wn = Wn∪{[Pt
n,Pt

n,{p | (n, p) ∈ E }]}
end if
if receive([πts

c ,Pts

c ],n)∧ (c,n) ∈ E then
πt

n = π
tn
n + π ts

c −π tc
c

|{ni | (ni,n)∈E }|

Pt
n = π tn

n Ptn
n +π t

cPt
c

π
tn
n +π t

c

if ∃ (n, p) ∈ E ∧ |Pt
n−Ptn

n |> ζ then
send([πt

n,Pt
n],{p | (n, p) ∈ E })

Wn = Wn∪{[Pts

c ,Pt
n,{p | (n, p) ∈ E }]}

else
Dt

n = Λe(F,Dtn
n )

send([πt
n,Pt

n,Pts

c ],{c | (c,n) ∈ E })
end if

end if
if receive([πts

p ,Pts

p ,Pts′

m ], p)∧ (n, p) ∈ E then
Pt

n = Λi(Dtn
n ,Ptn

n )

Dt
n =

π tn
n Λe(F,Dtn

n )+π t
pDt

p

π
tn
n +π t

p

if [ ,Pts′

m , ] 6∈Wn then
send([πtn

n ,Pt
n,null],{c | (c,n) ∈ E })

else if [Pts′′

k ,Pts′

m ,{p}] ∈Wn then
send([πtn

n ,Pt
n,Pts′′

k ],{c | (c,n) ∈ E })
Wn = Wn− [Pts′′

k ,Pts′

m ,{p}]
else

Wn = (Wn− [Pts′′

k ,Pts′

m ,N])∪{[Pts′′

k ,Pts′

m ,N−{p}]}
end if

end if
if (6 ∃c · (c,n) ∈ E ) ∧ (t−hn ≥ HK) then

Pt
n = Λi(Dtn

n ,Ptn
n )

send([πt
n,Pt

n],{p | (n, p) ∈ E })
Wn = Wn∪{[Pt

n,Pt
n,{p | (n, p) ∈ E }]}

hn = t
end if

end while
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a concern that some sections of the structural graph might not be hit by any wave for a long period
of time. As a result, we introduce a fourth case that allows leaf nodes to decay their P values if the
latest update is considered old enough, and send their updated values to their parents, triggering
a new wave of opinion propagation in the structural graph. We call this the house keeping action
that tries to keep the values in the structural graph as up to date as possible. We refer to the time
interval that specifies how often a P value of a leaf node should be updated as the HK interval.5

4.2.4 Aggregation of Opinions

The previous section has illustrated how a single researcher’s opinion on a node, and with respect
to a given attribute, propagates within a structural graph. However, the ultimate goal is to be able
to compute the reputation of a single node based on all the researchers’ opinions, and possibly for
all attributes. In what follows we illustrate how this may be achieved. We note that the previous
simplification of replacing P(ei|r,n,a, t) with Pt

n no longer holds here, since the aggregation needs
to be performed for all reviewers and/or for all attributes.

1. Aggregating opinions for all attributes:
In this case, we aggregate the opinions that a single reviewer r holds with respect to several
attributes of a given node n:

P(ei|r,n, , t) =

∑
a∈A∧P(ei|r,n,a,t)6=F

ρ(a) ·P(ei|r,n,a, t)

∑
a∈A∧P(ei|r,n,a,t)6=F

ρ(a)
(4.9)

Equation 4.9 states that the final opinion a reviewer r forms about a node n at time t
(P(ei|r,n, , t)) is an aggregation of r’s opinions about n with respect to all attributes, based
on a preference value ρ(a) that specifies the preference of each attribute a ∈ A. We as-
sume that the researcher computing the final opinion may specify the preferences of the
attributes. Alternatively, we say that a default distribution may be provided with the set A
by the responsible organisation, such as a conference specification (or what is known as
LiquidPub charters). Measures calculating the correlation between attributes, such as those
described by [24], may also contribute to the specification of the ρ(a) values. Finally, the
default case may assume an equal preference to each. In any case, studying the correlation
between attributes and their effect on the aggregation mechanism is outside the scope of this
document.

2. Aggregating opinions for all reviewers:
In this case, we aggregate the opinions of several reviewers with respect to a given attribute
a of a node n:

P(ei| ,n,a, t) =

∑
r∈G∧∃P(ei|r,n,a,t)

Ω(r,n)×P(ei|r,n,a, t)+(1−Ω(r,n))×F

|r ∈ G ∧ ∃P(ei|r,n,a, t)|
(4.10)

5We believe there is a correlation between the HK interval and the attention a given node receives from a given
reviewer. One plausible scenario is that when the attention is low, the HK value should be relatively high to keep things
up to date. The HK values would then drop as attention increases. However, if the attention reaches extreme high
values, then the HK value would increase again to prevent huge changes in inferred opinions every time a new opinion
is assigned.
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Equation 4.10 aggregates all reviewers’ opinions based on the reliability Ω(r,n) of the re-
viewer r in rating node n. The definition of Ω(r,n) is complex, as it is affected by the
reviewer’s expertise in the field of n, its history of being correct (in other terms, how close
were its past reviews to the final group opinion, which is essentially an aggregation of the
group members’ individual opinions), its history of bias, the degree of collaborative or com-
petitive relationship between the reviewer and the node’s owner(s), amongst other things.
These issues are outside the scope of this paper. However, for the time being, we say the
reliability of the reviewer is based on his reputation of being a good researcher, which is
currently equivalent to being a good author.

3. Calculating a final reputation measure Rt
n∈ [0,1]:

When computing reputation, some users may be interested in calculating a single numeric
value R for node n at time t, as opposed to having a probability distribution. If this is
the case, then the final probability distribution of node n at time t (P(ei| ,n, , t)) may be
translated into a numeric value in the range [0,1] by calculating the center of gravity of the
probability distribution, following the transformation equation of [29], which we present
below:

Rt
n =

1
2 · |E| ∑

ei∈E
(2 · (i−1)) ·P(ei| ,n, , t) (4.11)

where P(ei| ,n, , t) represents the value of the distribution at the element ei of the eval-
uation space E, and i represents the position of ei. (For translations to different types of
measurements, we refer the interested reader to [29, Section 4].)

Alternatively, one might envision an ideal target T that describes the best opinion any entity
may hold, where T(ei) = 1, if i = |E|, and T(ei) = 0, otherwise. In this case, reputation
may be interpreted in terms of the distance between the opinion P and the ideal value T,
accordingly:

Rt
n = 1− EMD(Pt

n,T) (4.12)

where, Pt
n is the probability distribution P(ei| ,n, , t), and EMD is a function that calcu-

lates the earth mover’s distance (whose range is [0,1]) between two probability distribu-
tions [28].67

When a user is interested in computing the final reputation measure of a node n at time t, the
latest P values with respect to all attributes should be obtained for all reviewers. It is then up to
the user to choose which of the steps above to apply, and in which order.

We note that alternative aggregation mechanisms may also be considered. For example, [37]
describes three different mechanisms: (1) the dependent method is used when dependencies
are assumed to exist amongst the distributions being aggregated (which is useful if a correlation
between attributes is observed or strong social links between researchers are observed), (2) the
independent method amplifies similar probability distributions when it is believed that there are
no dependencies between the distributions being aggregated, and (3) the ϒ method computes the
group opinion with the maximum certainty, and if several such group opinions exist, then the one
with maximum entropy is chosen.

6One important aspect to apply EMD is to determine what the distance between the terms in E is. That is the matrix
D = {di j}i, j∈[1,n]. The distance is certainly domain dependent, and can possibly be learned.

7Naturally, other distance measurements may also be used.
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4.2.5 Preliminary Results

To evaluate the correctness of the proposed propagation algorithm, we present here preliminary
results from simulated data. The correctness of the algorithm is based on comparing the opinions
before and after the propagation to check for consistency. However, to keep the preliminary sim-
ulation simple, we choose to base initial direct opinions of a paper on the reputation of its authors
by relying on their h-indices instead of generating reviewers’ opinions. We note that a more so-
phisticated simulation that does generate reviewers’ opinions is presented by Chapter 6. We also
note that interpreting various types of information (such as authors’ h-indices) as different types
of opinions is key for introducing the notion of liquidity to a variety of information sources that
could influence reputation measures. In what follows, we present the details of the preliminary
evaluation process.

Step 1: Simulating Data

A graph is generated to represent two conference proceedings for the same conference series. In
other words, a simple 3-level tree was generated: the root node represented the conference series,
its two middle level nodes represented the conference’s two proceedings, and its 60 children nodes
represented the 60 papers of the proceedings (30 papers per proceeding). We then created authors,
assigned authors to the conference papers, and generated an h-index for each of these authors
following the following constraints:8

• The number of authors per paper follows a Gaussian function whose expected value is µ = 3
and its standard deviation σ = 1.

• The number of papers per author follows a Gaussian function whose expected value is µ = 1
and its standard deviation σ = 0.2.

• The h-indices of authors follow a Gaussian function whose expected value is µ = 8 and its
standard deviation σ = 4.

Step 2: Populating Opinions

We say the initial direct opinion that a node receives may be deduced from the reputation of its
authors, which we base on the authors’ h-index. As such, there is a need to transform h-index
measures into probability distributions, which is carried out following equation 4.13:

Aα
h (ei) =

f (h,ei)

∑
ei∈E

f (h,ei)
(4.13)

where h stands for the h-index of author α , Aα
h (ei) is the value of the computed probability distri-

bution at point ei ∈ E, and f (h,ei) is defined as:

f (h,ei) =
1

e
∣∣∣ h

max h−
i
|E|

∣∣∣ (4.14)

8Although it was straightforward to obtain real data on a conference proceedings, its papers, and their authors,
obtaining the h-indices for all authors whose papers has been accepted by a given conference was not as easy. Hence,
we took the decision to simulate this data.
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where e represents Euler’s number, h represents the h-index of the author, max h represents the
maximum h-index value in the sample, and i represents the position of the element ei of the state
space E.

Essentially, equation 4.14 states that f (h,ei) should have a high value when h and i both have
either high or low values, whereas it should have a low value when either h or i has a high value
and the other a low one. This is because prestigious authors (authors with high h-indices) very
probably write good papers (papers whose opinions have high values for ei ∈ E, where i has a
high value, and lower values otherwise), and unknown authors (authors with low h-indices) very
probably write not so good papers (papers whose opinions have high values for ei ∈ E, where i
has a low value, and lower values otherwise). Equation 4.13 is then used to normalize the result
of equation 4.14 to ensure that ∑

ei∈E
Aα

h (ei) = 1.

While equation 4.13 computes the opinions about authors as probability distributions, our
ultimate goal is to generate a direct opinion for each paper (or node) based on the aggregation of
its authors’ opinions. This is calculated as follows:

P0
n(ei) =

∑
α∈{x |author(x,n)}

Aα
h (ei)

|{x |author(x,n)}|
(4.15)

where author(x,n) specifies that x is an author of n, and P0
n(ei) represents the direct opinion at

node n.

Step 3: Propagating Opinions

Each opinion P0
n obtained from ‘Step 2’ above is then propagated within the graph following the

propagation algorithm presented in this paper and summarised by Algorithm 1.9

Step 4: Analysing Results

Recall that the goal of the experiment is to verify that the final opinions resulting from the propaga-
tion mechanism do not contradict with the initial direct opinions. In our example, initial opinions
have been based on authors’ h-indices. Hence, one way to analyse the results of the propaga-
tion is to compare, for each author α , the author’s h-index based opinion Aα

h (ei) generated by
equation 4.13 to the final author’s opinion Aα

f (ei) resulting from the propagation algorithm, where
Aα

f (ei) is an aggregation of the opinions on the author’s papers which have been obtained after the
propagation. The aggregation is calculated accordingly:

Aα
f (ei) =

∑
n∈{x |author(α,x)}

Pt
n(ei)

|{x |author(α,x)}|
(4.16)

9We note that the opinions are added and propagated one after the other. However, the order in which the opinions
are added is not very relevant since they are all added within a small interval of time. In other words, the addition of
one opinion before another cannot have a huge (or even any, due to the ‘grace’ period determined by κ) difference in
its effect on the opinions of others.
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The difference between both opinions ∆Aα = EMD(Aα
f (ei)−Aα

h (ei)) is calculated based on
the earth’s movers distance. Figure 4.5 presents the results by plotting ∆Aα for all authors, where
each author α is represented by its h-index, hα . Note that since the Earth’s movers distance is
used, we have ∆Aα ∈ [0,1].
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Figure 4.1: Difference between initial and propagated opinions

The results illustrate that an author’s deduced opinion, which is a result of the propagation of
opinions, remains consistent with its initial reputation. There is a minor difference between initial
and final opinions, except for the case of authors with very high h-indices, where the difference
sometimes exceeds the 0.5 value. In general, the difference is expected, since author’s deduced
opinions after propagation are influenced by their co-authors. Moreover, we notice a correlation
between the difference ∆Aα for a given h-index and the percentage of authors with that h-index.
Figure 4.2 provides the percentage of authors associated with a given h-index. For example, we
note that the percentage is minimum for the h-indices 17, 18, and 19. Hence, the probability for
authors with these h-indices to have co-authors with considerably similar h-indices is very low. It
is for this reason that these authors have a larger ∆Aα than others.
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Figure 4.2: Percentage of authors with a given h-index
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4.2.6 Researchers’ Reputation

The previous sections (Sections 4.2.1–4.2.5) have discussed the propagation and aggregation of
opinions in order to calculate the final reputation measures of SKOs. This section moves on to
discuss the calculation of researchers’ opinion based reputation.

We say if a researcher produces ‘good’ quality SKOs, then the researcher is considered to be
a ‘good’ researcher. As such, we say the reputation of a researcher is essentially an aggregation
of the reputation of its SKOs. In other words, opinions propagate from the SKOs to their authors
along the owns relations. The equation reflecting this propagation, Equation 4.17, is based on two
main concepts:

• Only the latest versions of SKOs are considered. We argue that every time a new version is
created, its default P value is that of its earlier version, and this opinion evolves as the new
version starts receiving new (direct or inherited, such as being accepted by some journal)
opinions. Furthermore, we say that the reputation of authors should only consider the latest
versions of their research work. This essentially discourages researchers from producing nu-
merous versions that do not really introduce any new contributions, since it is not the number
of their SKOs that will improve their reputation, but the quality of their research work. Yet,
at the same time, this method encourages early sharing that could help researchers get early
feedback and improve their work accordingly (mainly researchers would be encouraged to
share early ideas in the hope that the community’s feedback could help improve/advance
their research). Of course, early sharing would then be useful only when it helps advance
the quality of research work, and is deemed useless, and even discouraged, otherwise (such
as the case of sharing absurd ideas).

• The impact of an SKO’s P value on an author is inversely proportional to the total number
of its authors. In other words, if one researcher is the sole author of an SKO, then this author
is the only person responsible for this SKO, and any (positive or negative) feedback about
this SKO is propagated as is to its sole author. However, if the researcher has coauthored
the SKO with several other researchers, then the impact (whether positive or negative) that
this SKO has on the researcher decreases with the increasing number of coauthors. We
argue that collaborating with different researchers usually increases the quality of a research
work since the combined expertise of more than one researcher is always better than the
expertise of a single researcher. Nevertheless, the gain in a researcher’s reputation decreases
as the number of coauthors increase. Hence, researchers should be careful in selecting their
collaborators so that the quality of the SKO they produce increases in such a way that the
gain for each author is still larger than the gain it could have received if it was to work on
the same research problem on its own.

As such, the equation for computing the inferred group opinion about author r at time t is
defined accordingly:

At
r =

∑
∀n∈N · (r,n)∈O∧6∃(n′,n)∈V

γ
α ×Pt

n +(1− γ
α)×F

|∀n ∈ N · (r,n) ∈ O∧ 6 ∃(n′,n) ∈ V |
(4.17)

where, γ = 1
|{c | (c,n)∈O}| is the coefficient that takes into consideration the number of authors that
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an SKO n has (|{c | (c,n) ∈ O}|), α is a tuning factor that controls the rate of decrease of the γ

coefficient, and the condition 6 ∃(n′,n) ∈ V dismisses SKOs that are considered old versions.

The reputation of author r at time t may then be defined through the distance (we choose to use
the earth mover’s distance, EMD, although any other distance measurement may be used) between
the opinion At

r and the ideal target T, accordingly:

Rt
r = 1− EMD(At

r,T) (4.18)

Finally, we note that the Rt
r value simply provides information about the current reputation

of an author in its community. A more informative measure that takes into consideration the
history of an author’s reputation, Ht

r , may then be computed by considering the area under the
reputation curve. For example, consider the three researchers whose history of reputation Rt

r is
plotted along time by Figure 4.3: researcher 1 is an old established and famous scientist in his
field who has passed away a few decades ago, researcher 2 is someone who managed to publish
a couple of reputable papers in the early 1970s and then vanished from the research community,
and researcher 3 is a new researcher who has been steadily building a good reputation in the last
10 years. Of course, in 2010, researcher 3 has the highest current reputation, and is hence the
right researcher to collaborate with, follow his work, etc. However, comparing researcher 3 to
researcher 1, we note that researcher 1 was able to produce high quality research over a period
of more than 30 years! In other words, researchers 3 and 2 are not comparable yet in quality to
researcher 1.
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Figure 4.3: The reputation history of three different researchers

As such, the history of an author r’s reputation at time t ′ is defined as follows, which essentially
measures the area under the Rt

r curve:

Ht ′
r =

∫ t ′

0
Rt

r dt (4.19)
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4.3 OpinioNet+: a Combined Propagation & Aggregation Algorithm

The OpinioNet algorithm has been implemented and integrated with the LiquidPub system.10 It
essentially provides the means for allowing a researcher to deduce opinions about new entities by
propagating the same researcher’s opinions from one entity to another. This section, on the other
hand, proposes an alternative propagation method, OpinioNet+, that incorporates the aggregation
of various researchers’ opinions into their propagation.

Furthermore, OpinioNet+ is presented in a more general way, illustrating how propagation in
structural graphs may be used for applications outside the publications domain. As a result, Opin-
ioNet+ also differs from OpinioNet by differentiating between subjective opinions and evidence,
which could be interpreted as a more reliable type of ‘opinions’ (and, similar to opinions, is also
specified as a probability distribution). Although the notion of evidence did not seem crucial for
the publications domain, its consideration seems necessary for a wider variety of applications and
domains, as it is illustrated by this section.

The rest of this section is divided as follows: Section 4.3.1 introduces the notions of subjective
opinions and evidence; Sections 4.3.2 and 4.3.3 focus on the computation of evidence-based and
subjective-based group opinions, respectively; reputation is then defined by Section 4.3.4; the
entire algorithm is summarised by Section 4.3.5; and some preliminary results are presented by
Section 4.3.6.

4.3.1 Evidence versus Subjective Opinions

As illustrated by the section on OpinioNet, there is a need to propagate opinions (and hence,
reputation) amongst related entities. But this requirement is not restricted to the publications
domain. Consider the example of having a poorly reputable football team that just started hiring
well known players. Naturally, one would say that such a move is reasonable since it increases
the team’s chances, or expectations, of winning games, and hence, increase the team’s reputation.
These indirect opinions are highlighted when the entities are related. In other words, the reputation
of different entities may influence each other when these entities are related.11

However, in addition to the propagation of opinions in structural graphs, OpinioNet+ intro-
duces the distinction between subjective opinions and evidence. For example, the team being
highly rated by some magazine should not be as influential in comparison with the team’s actual
performance, such as losing major games. We categorise individual opinions accordingly:

• Evidence is information that may not be falsified. For example, if one ping pong player
wins against another player, then this may be viewed as having the former player stating
that the latter is weaker, and vice versa. Such information may be treated as a more reliable
type of ‘opinions’.

• Subjective opinions may be divided into two further subclasses.

10For implementation details, we refer the interested reader to: http://project.liquidpub.org/reputation/
11To consider indirect influential opinions, one should have a clear definition of the relations that link entities together,

since opinions may only propagate along such relations. For the time being, we focus on the simple part of relation.
This results in the construction of a structural graph, that has been introduced earlier in this chapter.
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– Direct subjective opinions. For example, a scientific paper may win an award, or a
scientific paper may receive good reviews from experts in the field. These may be
viewed as direct subjective opinions.

– Influential opinions of related entities. We say opinions may propagate from a parent
node in the structural graph to its children nodes, and vice versa. For example, the
final opinion about a scientific paper may be influenced by the final opinion about the
conference where it has been accepted. Similarly, the opinion about a conference may
also be influenced by the opinions about the papers it accepted.

As a result, we also distinguish between two different types of group opinions, accordingly:
(1) the group opinion based on evidence, Dt

α(ei), and (2) the group opinion based on subjec-
tive opinions, Pt

α(ei). The first simply takes into consideration the evidence, while the second
considers both evidence and subjective opinions to result in a final subjective measure. Hence,
like individual opinions, group opinion is defined as a probability distribution that represents the
probability that entity α is ei at time t (or has the reputation of being ei at time t).

But why do we distinguish between these two different group opinions? Consider reputation
in the field of football. Teams may play against each other. The results of these games form
an evidence that may be interpreted as having direct opinions being formed by one team about
the other. For example, Barcelona winning Real Madrid 6−2 may be interpreted as Barcelona
forming an opinion about Real Madrid being very weak and Real Madrid forming an opinion
about Barcelona being very strong. This is one example of direct opinions in the field of football.
Now consider that Real Madrid is either ranked high by some magazine or starts recruiting highly
reputable players (at least higher than what they already have). In such a case, we might agree that
this should increase the overall expectation of the team’s performance, which could be viewed
as increasing group opinion. Nevertheless, we believe such opinions are subjective, and their
reliability cannot be matched to those based on evidence (such as having Barcelona winning every
single game for the last couple of years). Hence, we find differentiating between evidence-based
and subjective-based opinion to be crucial.

Furthermore, we say subjective-based group opinion should lose its value with time, and move
towards the evidence-based one. For example, if Real Madrid kept on recruiting highly reputable
players but failed to actually win their games, then the final reputation measure should always
move towards the evidence-based group opinion, i.e. the results of their games. Hence, we say,
although subjective measures are important to describe the current group opinion, a more reliable
measure, that is based on evidence, is also needed. With time, and with the lack of new infor-
mation, subjective-based group opinions should move towards evidence-based ones. This is the
notion of decay: everything loses its value with time. Similarly, evidence-based group opinion
would also decay towards the flat probability distribution (the distribution describing the state of
complete ignorance), although at a presumably much slower rate.

The following sections (4.3.2 and 4.3.3) illustrate how these different measures may be calcu-
lated, highlights the links between them, and elaborates on the notion of decay.
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4.3.2 The Default Opinion D

We say the default opinion of an entity α is the group’s opinion about α that is based on evidence
only. The group’s opinion is calculated by considering all the evidence and taking into account the
certainty of each.

Assessing Evidence

Assume that β at time t gives the following opinion about α: ot
β
(α) = {e1/v1, . . . ,en/vn}. We

say we need to consider how much value this opinion has, based on how reliable is β in giving
opinions about α .

In this model, we consider that the overall reliability of any opinion is the reputation value of
the entity expressing the opinion, which changes along time. This reputation value R is defined
later on by Section 4.3.4. However, in this section, we use this reputation value (which we view as
an indication of the reliability of the opinion ot

β
(α)) to modify the opinion value. The basic idea

is that the more reliable an opinion is, the closer the final value is to the original opinion, and the
less reliable an opinion is, the closer the final value is to the flat (uniform) distribution F (where
F = 1

|E| ). Thus, we define the distribution representing β ’s final view about α at time t as follows:

Ot
β
(α) = Rt

β
×ot

β
(α)+(1−Rt

β
)×F (4.20)

The Certainty of an Opinion

The group’s opinion is based on an aggregation of individual opinions. However, the certainty of
each of these individual opinions is crucial. We say, the more uncertain an opinion is then the
smaller its effect on the final group opinion is. The maximum uncertainty is defined in terms of
the flat distribution F. Hence, we define this certainty measure as follows:

I (Ot
β
(α)) = H (Ot

β
(α))−H (F) (4.21)

where H (X) represents the entropy of a probability distribution X. In other words, the certainty
of an opinion is essentially the difference in entropy between the opinion and the flat distribution.

Calculating D

Again, we note that an entity can give opinions on another one at different moments in time. So let
us define by Tβ (α)⊆ T the set of time points in which β has given opinions about α . The default
group opinion Dt

α about α at time t is then calculated as follows:

Dt
α =

∑
β∈G

∑
t ′∈Tβ (α)

Ot ′→t
β

(α) ·I (Ot ′→t
β

(α))

∑
β∈G

∑
t ′∈Tβ (α)

I (Ot→t ′
β

(α))
(4.22)

where, Ot ′→t
β

represents the decayed value of Ot ′
β

, and is discussed shortly.
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This equation essentially states that the default group opinion is an aggregation of all Ot ′→t
β

(α)
that represent the view of every entity β that has formed an opinion of entity α at time t. However,
different views are given different weights, depending on the certainty I (Ot ′→t

β
(α)) of these

views.

Initialising D

When an entity α is first introduced or created at time t, there is no information what so ever about
this entity yet. Hence, its initial probability distribution is the flat distribution F that accounts for
the maximum ignorance (i.e. the maximum entropy): Dt

α(ei) = F(ei) = 1
|E| . Along time, and as

evidence is made available formed, this probability gets updated following Equation 4.22 above.

Decaying D (and O)

Like any other type of information, the default group opinion is expected to lose its value with
time. For example, assume that a given player has played a lot of games and gained a high default
opinion; however, for a very long time, this player has never played again. What can one say about
the player’s default opinion at the present time? Naturally, its glorious history does not necessarily
mean that the player still has those old skills. Hence, we say that with time, D loses its value (very)
slowly by decaying towards the flat probability distribution F according to the following equation:

Dt ′→t
α = Λ(F,Dt ′

α) (4.23)

where Λ is the decay function satisfying the property that limt→∞ Dt
α = F. In other words, Λ

is a function that makes Dt
α converge to F with time. One possible definition for Λ could be:

Dt ′→t = (Dt −F)ν∆t + F, where ν ∈ [0,1] is the decay rate, and ∆t = 1 + (t − t ′)/κ , where the
parameter κ determines the pace of decay.

We note that single opinions are pieces of information and as such they also decay along time
in a similar manner to D. Hence, Ot ′→t

β
represents the decayed value of opinion Ot ′

β
at time t:

Ot ′→t
β

= Λ(F,Ot ′
β
) (4.24)

4.3.3 The Inferred Opinion P

While the default opinion Dt
α represents the evidence-based opinion of group members, the in-

ferred opinion Pt
α represents the final subjective-based group opinion which is influenced by both:

evidence and subjective opinions (both direct and propagated).

Calculating P

How P is calculated differs with the different types of opinions triggering this calculation. The
different cases are presented below.
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1. Subjective opinions: An entity may be influenced by subjective opinions in two different
cases (presented shortly). However, in both cases, Pt

α is calculated accordingly:

Pt
α = ζ Pt ′→t

α +(1−ζ ) X (4.25)

where ζ is generally based on the reliability of α and X describes the new subjective
opinion. This equation implies that when α is highly reputable, the effect of X is minimal,
and vice versa. The exact values of ζ and X are dependent on the type of the subjective
opinion, which we outline below:

(a) Direct subjective opinions: In this case, we say ζ =(Rt
α)Rt

β and X =ot
β
(α). In other

words, if an entity β forms an opinion about an entity α , then X takes the value of
β ’s new opinion ot

β
(α). ζ would mainly be based on the reliability of α , but is also

influenced by the reliability of β since different entities should have different strength
in affecting α . We note that R ∈ [0,1], as illustrated by Section 4.3.4.
In some cases, however, β may be a foreign entity to the structural graph. Examples
of this case are when a paper wins a award, or a magazine ranks football players. We
assume that it is hard to know the reputation of foreign sources and their effect on α .
In such cases, the default value is Rt

β
= 1. Alternatively, the user may be free to assign

a different reliability measure to Rt
β
∈ [0,1].

(b) Influential opinions of related entities: In this case, we say ζ = (Rt
α) f (dα ) and X =Pt

β
,

where f (dα)=(Rβ +dα−1)/dα . In other words, if a neighbouring node β (whether
it was a parent or a child node) had its Pt

β
value modified, then this should affect α’s

Pt
α value. Again, the more reliable α is, then the smaller the effect of β should be.

Nevertheless, the effect of β on α should also be influenced by the number of neigh-
bouring nodes that α has (defined as dα , or the degree of α). The larger this number,
the smaller the effect of one neighbouring node is, and vice versa. We note that in this
case, dα ∈ [1,∞]. And the function f (dα) = Rβ when dα = 1, and limdα→∞ f (dα) = 1.

2. Evidence: Evidence should have a higher effect than subjective opinions. Hence, Pt
α needs

to be calculated in a different manner than Equation 4.25, giving more weight to the new
evidence, as illustrated below:

Pt
α =

Rt
α Pt ′→t

α +Rt
β

ot
β
(α)

Rt
α +Rt

β

(4.26)

Note that unlike Equation 4.25, even if α was fully reliable (Rt
α = 1), the new evidence of

β is still accounted for by taking into consideration the reliability of β with respect to that
of α (and vice versa).

Initialising P

Similar to the default group opinion D, we say Pt
α(ei) = F(ei). Along time, this probability is

updated according to the section above, either as opinions about α are formed by others, or as
neighbouring entities have their Ps updated, influencing that of α .
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Decaying P

The value of P is a subjective value, as it is influenced by subjective opinions. For example,
the reputation of a team changes as it changes its team members, since opinions about new team
members influence the opinion about the team. However, such information is subjective, and what
really matters at the end is whether the team is actually capable of winning with this new group
of team members or not. For this reason, we believe that with time, the subjective-based group
opinion P should decay at a reasonable rate towards the more stable evidence-based group opinion,
or the default opinion D. This is expressed by the following equation:

Pt ′→t
α = Λ(Dt

α ,Pt ′
α) (4.27)

where Λ is the decay function that has been introduced earlier by Equation 4.23.

4.3.4 Reputation and Reliability

As illustrated earlier, an essential point in evaluating the opinion of a given entity is how reliable
(Rt

β
) it is. The idea behind the notion of reliability is very simple: an entity that is considered very

good in a certain field is usually considered to be very good as well in assessing how others are in
that field. This is based on the ex cathedra argument. An example of a current practice following
the application of this argument is the selection of members of committees, advisory boards, etc.

But how is reputation calculated? Given an evaluation space E, it is easy to see what could
be the ‘best’ opinion about someone: the ‘ideal’ distribution, or the ‘target’, which is defined as
T = {en 7→1}. Given a ‘target’ distribution T, the reputation of an entity β may then be defined as
the distance between the current default opinion Dt

β
and the ideal distribution T, as follows:

Rt
β

= 1− EMD(Dt
β
,T) (4.28)

where EMD is the earth movers distance that calculates the distance (whose range is [0,1])
between two probability distributions. As time passes and opinions are formed, the reputation
measure evolves along with the default opinion. We note that at any moment in time, the measure
Rt

β
can be used to rank the different entities.

4.3.5 The OpinioNet+ Algorithm

The proposed model of Sections 4.3.2 and 4.3.3 illustrate how opinions may be inferred through
the propagation (Equation 4.25) and aggregation (Equations 4.22, 4.25, and 4.26) of individual
opinions in structural graphs. Algorithm 2 summarises this model.

We note that this algorithm runs locally for a given node α ∈ N. The algorithm is invoked
every time α receives a direct opinion ot

β
(α), or its neighbouring node β updates its P value.

We assume α saves all its computed O values (the value of the direct opinions it has received,
following Equation 4.20) as well as its latest P and D values. The algorithm then proceeds by
following the equations of the previous section in a straight forward manner.
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Algorithm 2 OpinioNet+: updating node α’s reputation R and inferred opinions D and P
Require: N to represent the nodes of the structural graph
Require: G = {α,β , . . .} a group of researchers that may form opinions about nodes
Require: E = {e1, . . . ,en} an evaluation space
Require: t ∈ T to represent calendar time
Require: ot

β
(α) to represent the direct opinion that β ∈ G holds about α ∈ N

Require: Tβ (α)⊆ T to represent the set of time points in which β has given opinions about α

Require: Xt to represent the value of the probability distribution X at time t
Require: Xt ′→t to represent the decayed probability distribution Xt ′ at time t, following Equations 4.23,

4.24 and 4.27
Require: get opinion(ot

β
(α)) to represent α’s receipt of the direct opinion ot

β
(α)

Require: get neighbour update(Pt
β
) to represent α’s receipt of the neighbouring node β ’s updated P value

Require: evidence(ot
β
(α)) to represent that the direct opinion ot

β
(α) is an evidence

Require: Rt
β

to represent β ’s known reputation at time t
Require: I (O) to represent the certainty of the opinion O, following Equation 4.21
Require: dα to represent the degree of the node α

Require: f (dα ,Rβ ) = (Rβ +dα −1)/dα which we simply refer to as f (dα) when β is obvious
Require: EMD : 2P(E)×2P(E)→ [0,1] calculates earth mover’s distance between 2 distributions

F(ei) = 1
n , ∀ ei ∈ E

T = {en 7→1}
when get opinion(ot

β
(α)) do

if evidence(ot
β
(α)) then

Ot
β
(α) = Rt

β
×ot

β
(α)+(1−Rt

β
)×F

Dt
α =

∑
β∈G

∑
t ′∈Tβ (α)

Ot ′→t
β

(α) ·I (Ot ′→t
β

(α))

∑
β∈G

∑
t ′∈Tβ (α)

I (Ot→t ′
β

(α))

Rt
α = 1− EMD(Dt

α ,T)

Pt
α =

Rt
α Pt′→t

α +Rt
β

ot
β
(α)

Rt
α +Rt

β

else
if β ∈ N then

γ = Rt
β

else
γ = 1

end if
Rt

α = 1− EMD(Dt ′→t
α ,T)

Pt
α = (Rt

α)γ ·Pt ′→t
α +(1− (Rt

α)γ) ·ot
β
(α)

end if
end when
when get neighbour update(Pt

β
) do

Rt
α = 1− EMD(Dt ′→t

α ,T)
Pt

α = (Rt
α) f (dα ) ·Pt ′→t

α +(1− (Rt
α) f (dα )) ·Pt

β

end when
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4.3.6 Preliminary Results

As illustrated by Figure 4.4, real life applications fall into different categories, based on whether
they make use of reliable evidence, subjective opinions, or both; or whether they make use of
structural graphs or not. For example, if we view Chess or Ping Pong as games with individual
players, then the scores of their matches may be interpreted as reliable evidence. The Diplomacy
game [8] is an example of individual players whose reputation is based on other team member’s
subjective opinions. In Football, however, one may view a team as being composed of players and
sometimes one player may play in different teams (based on the league), giving rise to the notion
of a structural graph. Additionally, opinions about team players may sometime be subjective, such
as being ranked by some magazine. Scientific publications may be viewed as an example that
uses structural graphs (conference proceedings are composed of papers, papers are composed of
sections, etc.), and opinions on scientific publications by other researchers in the field are always
subjective.

makes use of
subjective
opinions

makes use of
evidence

makes use of
structural

graphs

doesn’t
make use of
structural

graphs

Football

Football
Publications

Chess
Ping Ping

Diplomacy

Figure 4.4: Categorising applications

We choose the Chess example for experimentation, because there exists an official ranking and
predicting algorithm for Chess (ELO [12]) that we can compare to ours. Initially, we ran several
experiments over real Chess data. However, we noticed that the performance of both the ELO
mechanism and ours was similar. For instance, in one experiment, our algorithm performed 2.3%
better than ELO. Looking at the results, it seemed that players in the same tournament are more or
less of the same experience, and hence, reputation. For this reason, the final results of games were
a little bit random; as a result, the performance of both ELO and this paper’s proposed algorithm
was similar.

We then move on to simulated data. We created two players, A and B, that played against each
other over a number of years. A was initially a ‘bad’ player and it lost around 80% of its games
during the years 1992-1998. However, after 1998, A stopped playing for a while, and it resumed
playing in 2004. Its performance dramatically improved over the years 2004-2010. In general,
our proposed algorithm performed better than ELO by 3.5%. We note that the results are still
preliminary, as they simulate two players who play around 30 matches each. Figure 4.5 plots the
distance between the real results and the predicted results of both ELO and our algorithm. The
distance is measured using the earth mover’s distance; hence, the maximum distance possible is
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1, and the minimum is 0. However, as illustrated by Figure 4.5, the main difference is highlighted
in the year 2004, when the ELO algorithm performs very poorly compared to ours, since our
algorithm’s decay function allows a better prediction when behaviour changes with time.

1992 1993 1994 1995 1996 1997 1998 1999 2000 2001 2002 2003 2004 2005 2006 2007 2008 2009 2010

0.5

1
ELO algorithm

Our algorithm

YEARS

EM
D

 D
IS

TA
N

CE

Figure 4.5: The distance between predicted results and real results

As such, we conclude that our proposed algorithm is essentially useful in applications where
the quality being assessed (behaviour of humans, performance of researchers, quality of papers,
etc.) could actually change with time.

4.4 Related Work

In comparison with existing research, the research carried out by [40, 6, 21] studies the dynamics
of opinion formation by analysing the effect of social relations on how peoples’ opinions may
influence each other in a social network. The influence that one reviewer may have on another’s
opinion (or subjective opinion, in the case of OpinioNet+) is an interesting issue. Aggregation
mechanisms, such as those presented by [37], may help select the appropriate aggregation method
based on whether opinions (or, again, subjective opinions, in the case of OpinioNet+) are depen-
dent on each other or not. Repage [32], ReGreT [31], and SUNNY [22] provide mechanisms for
computing the confidence in a reviewer based on the social relations. In the case of OpinioNet,
these mechanisms would mainly influence the reliability of the reviewer (Ω(r,n) in Equation 4.10),
which is crucial when aggregating opinions, yet outside the scope of this document. OpinioNet+,
on the other hand, follows the ex cathedra argument which states that a researcher’s reputation
could be used as an indication of its reliability in assessing others in its field. This fits perfectly
with the equations concerned with reliable evidence (Equations 4.20 and 4.26). However, again,
when aggregating subjective opinions, social network analysis may be useful in contributing to the
reliability of those opinions.

Concerning the propagation of opinions, we note that numerous research has addressed similar
issues, such as [30, 39, 27, 20]. PageRank [27] and Hits [20] calculate the relevance of web pages
by analysing the webpage’s position in the network and how it links to other entities. Similarly, in
the area of publications, SARA [30] and CiteRank [39] present algorithms on how reputation may
propagate based on who is citing whom. Their reputation propagates along citation links. This
document, on the other hand, focuses on the propagation of reputation along the structural links
by focusing on the composition of entities and using the part of relation as an indication to the
flow of opinions from one entity to another.
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Finally, research work on ontology-based recommender systems, such as [7, 43], makes use
of the clustering or classification of information and uses machine learning and data mining tech-
niques for ranking and recommending entities. One may draw similarities between the taxonomies
used by such systems and that of the structural graph of this document; although the propagation
mechanism of this paper is unique in both its algorithm and semantics.

4.5 Final Remarks

This chapter has introduced the novel idea of opinion propagation in structural graphs. This is
useful in several cases. For instance, opinions and ratings, which numerous trust and reputation
mechanisms are based on, are not always abundant. Their abundancy differs from one field to
another. For example, while tons of data may be available on Amazon or eBay, very little infor-
mation is available in the publications field. Opinion propagation helps deduce opinions in areas
where such information is scarce.

Additionally, several sources of information may be interpreted as opinions (as illustrated by
Section 4.1.2), and hence may use the proposed propagation method. For example, in the publi-
cation example, we illustrate how h-indices may be viewed as opinions about authors. Similarly,
citations may be viewed as opinions about papers (or nodes). Propagation of citation-based opin-
ions would then differ from the algorithms of SARA and CiteRank by allowing citation based
reputation to propagate along structural relations, as opposed to citation links.

Finally, the introduction of opinion propagation brings about the notion of liquid measures.
In other words, an entity’s reputation is not only influenced by the activity that it attracts (in the
case of LiquidPub, these could represent citations, subscriptions, reviews, etc.), but by the activity
that any of its related entities attracts: Entities influence each other’s reputation in both direct and
indirect ways.
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Chapter 5

Attacks in Liquid Publications

One of the aspects that characterizes a credit attribution mechanism is how robust it is against at-
tacks. In environments populated by self-interested individuals you cannot assume that everybody
will behave honestly. There will always be individuals that will try to exploit the weaknesses of
the system in their own benefit and in detriment of the others. In this chapter we analyse the most
common attacks identified in the literature of trust and reputation mechanisms [18]. For each type
of attack we give a short definition, then we analyse what this attack means in terms of a LiquidPub
system and finally we discuss how OpinioNet deals with the attack.

We note that defense methods against attacks are usually prone to give false positives if they
are not used cautiously. For example, when the unfair ratings attack (see section 5.1.1) is combined
with collusion (see section 5.1.5), it is easy to consider those that are actually correct ones to be
unfair. The solution for that is to delay the decisions coming from the defense mechanisms until
there is a high degree of certainty and several indicators (and not only one) have given clear signals.
A compromise, depending on the context, between waiting for clearer signals and acting against
the attack is necessary.

5.1 Potential Attacks

5.1.1 Unfair Ratings

An unfair rating attack occurs when an agent sends deliberately wrong feedback about interactions
with another agent. This can be both, sending bad feedback even knowing the interaction was good
(badmouthing) or sending good feedback while knowing that it was bad.

In the context of LiquidPub, an unfair rating can happen during a review process. We can have
a reviewer that, while knowing that the quality of an SKO is good, writes a bad review just to harm
the reputation of the authors (and eventually increase the relative reputation distance between her
and those being evaluated). We can find also the other possibility: a reviewer that trying to favour
some particular authors writes a good review, knowing that the SKO being evaluated is not good.

Unfair ratings can be related to authors but also to communities, research fields, etc. In order to
increase its effect, this attack is usually combined with collusion. Then, instead of being a single
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individual who is providing unfair ratings, several individuals collude to attack together. Apart
from the augmented effect because now there are more unfair ratings contributing to the attack,
it makes the detection far more difficult as we explain later. In a LiquidPub scenario you could
have, for example, a set of researchers belonging to the same institution that collude to attack, by
issuing unfair ratings, the SKOs created by researchers from a third party institution.

A typical approach in the literature to decrease the effect of unfair ratings is to give more
weight to the opinions of those agents that in the past have demonstrated to be more certain. In
other words, those agents that have acquired a better reputation as informers. This is the case in
OpinioNet. In OpinioNet, those reviews coming from reputed reviewers have a greater impact on
the reputation of the SKO than those coming from less reputed reviewers.

A more sophisticated defense method (that can be combined with the previous one) consists
of comparing the different reviews on an SKO and detect those reviews that are significantly
different from the majority (outliers) [37]. Then, a deeper analysis involving pattern mining can
help to answer questions like: Is that reviewer always an outlier? Is this behaviour observed only
when she is reviewing the work of a particular author? Of course, this kind of analysis requires a
minimum number of reviews on the SKO to be already present. If social relationship information
is available in the system, it can be used to increase the reliability of the previous analysis by giving
support (or not) to the hypothesis. For example, the hypothesis that one researcher is providing
positive unfair ratings to another becomes stronger when we know that both belong to the same
institution.

5.1.2 Ballot-Stuffing

Ballot-stuffing is an attack by which an agent sends more feedback than interactions it has been
partner in. The main counterattacks used in the literature are: filtering feedback that comes from
peers suspect to be ballot-stuffing and using feedback per interaction rates instead of accumulation
of feedback [19, 38, 41].

In a LiquidPub context the attack consists of a reviewer that is generating a good (or bad)
review over and over for the same SKO. In OpinioNet this does not imply an increase (or decrease)
of the SKO reputation because only the last review on an SKO from a reviewer is taken into
account. However, this attack would have an effect in the decay of reputation. In OpinioNet,
while the reputation of an SKO that does not receive new opinions tends to a reference reputation
value after some time (reputation decay), by refreshing regularly that opinion the reputation is
maintained.

This attack, however, is relatively easy to detect in a LiquidPub context. The situation where
a reviewer is reviewing time after time the same SKO is a clear signal that a ballot-stuffing attack
is underway. Detecting this attack will be even easier when we incorporate the opinion on reviews
and therefore we can detect “fake”, duplicated or automatically generated reviews.

5.1.3 Dynamic Personality

An agent that achieves a high reputation can attempt to deceive other agents taking advantage
of this high reputation. A specific case of this attack is what is known as the “value imbalance
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exploitation” where the agent provides a number of low value, high quality services (to get a good
reputation) and a small number of deceptive, high value services.

A commonly used technique to make the reputation mechanism robust to dynamic personality
attacks is to have a memory window so that not all the past history is taken into account. An
even more robust mechanism is to have a dynamic memory window which is shortened when the
reputation is lowered [41]. In the case of a “value imbalance exploitation”, the key is to use the
value of the service to weight the impact that that specific service will have on the final reputation.

In a LiquidPub context it is difficult to find a rational incentive to perform this kind of attack.
This is because by deceiving in general you are not increasing your personal gains1. For instance,
imagine a reviewer that builds a good reputation as a reviewer by reviewing SKOs in second line
conferences and workshops. At some moment thanks to this good reputation she is invited as a
reviewer for a first line conference. A dynamic personality attack would consist of doing a bad
review for that first line conference, but what’s the incentive for that? Her reputation will suffer a
lot after doing the careless review and by deceiving she is not increasing her benefit. Notice that
the situation is different from the case where by deceiving you are, for instance, winning extra
money. The idea is that dynamic personality has sense in those situations where thanks to your
good reputation you get a new opportunity and by deceiving in the interaction that follows that
opportunity you increase your benefits a lot.

Another case of dynamic personality attack in a LiquidPub context is that of a very active
researcher that once has acquired a good reputation, stops producing new good stuff. In OpinioNet
there is a decay function that guarantees that a reputation that is not reinforced will tend to a
base value after sometime. Therefore, an author that stops receiving good rates for her SKOs or
a reviewer that do not receives good rates for her reviews will see her reputation decaying (in
this case, the decay function in OpinioNet has the same utility as the temporal window in other
systems). That researcher will be able to use her good reputation for sometime but sooner or later
that good reputation will banish due to the decay function.

5.1.4 Whitewashing

Whitewashing occurs when an agent changes its identifier in order to escape previous bad feed-
back. In LiquidPub the situation would be the one of a researcher that after generating some SKOs
that have acquired bad reputation decides to change her identity and to start from scratch gen-
erating new SKOs using a different personality. This situation is not a real issue for the system
because the opinion of a new researcher initially has very little impact until it has some SKOs that
acquire good reputation. A ‘bad’ researcher that never acquires more than a default reputation and
is starting over and over with new personalities has no impact on the system. Another point is that
in a LiquidPub context, starting from scratch with a new personality is not an easy task.

A more sophisticated attack happens when whitewashing is combined with collusion and un-
fair ratings. A group of malicious agents collude to allow whitewashing by using unfair ratings to
increase the reputation of the agent that has just changed personality. This is no different than a
Sybil attack (see section 5.1.6). An scenario like this is too artificial for a LiquidPub system and
the possible defense already explained for unfair ratings should be enough to avoid it.

1Notice the difference between deceiving in general and deceiving towards a specific target. If the deception is
against a specific target we are talking about unfair ratings instead of dynamic personality. See section 5.1.1
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5.1.5 Collusion

Collusion occurs when a group of agents co-operate with one another in order to take advantage
of the system and other agents. This is not an attack “per se” but an enhancer of other attacks. As
we have seen, it always appears together with other attacks.

In a LiquidPub context the collusion can be among the members of the same institution, among
researchers in the same sub-field or simply among authors that usually collaborate. The best de-
fense against collusion is the use of pattern mining (see section 5.1.1) although it can be difficult to
detect. For example, a group of agents that collude to generate unfair ratings can, at the beginning,
lead the system to think that those who are actually generating unfair ratings are the other review-
ers (suddenly the fair reviewers become the outliers). Only after some time the system has enough
data to detect the collusion. Adding a social layer into the system that reflects social relations
among individuals helps to detect collisions quicker.

5.1.6 Sybil Attacks

Sybil attacks are a sort of security threat that can be launched when identifiers are cheap. The at-
tack consists in creating enough identities so that a single agent can subvert the normal functioning
of the system. An example of a Sybil attack would be the improvement of ones reputation through
artificial feedback from many Sybil identities. You could think about some complex (albeit unre-
alistic) attacks of these kind in a LiquidPub context. Assuming that it was easy to create (a lot of)
new fake researchers in a LiquidPub system, one could use those fake researchers to “write” good
(or bad) reviews about specific SKOs to favour (or harm) the reputation of a real researcher. As
we said, the impact of a new researcher in OpinioNet is quite low until she has acquired some rep-
utation and it is very unrealistic in a scientific environment to think about someone that can create
fake personalities, increase over the years the reputation of those personalities and then use them
for a Sybil attack. However, what is true is that if it is easy enough to create fake personalities, an
attack directed to harm the system itself (by provoking chaos) could be a serious problem as has
happened before in other online systems.

The conclusion is that creating a new personality in a LiquidPub system should not be some-
thing easy. This assumption, that for some systems can be too strong, is quite reasonable in a
LiquidPub environment where the persistency of an individual in the system (a researcher is ex-
pected to have a single personality through all her/his career) is an essential part of it.

5.1.7 Proliferation and Reputation Lag Exploitation

By offering the same service through many different channels, a single agent will be able to in-
crease the probability of being chosen [18]. From a LiquidPub perspective it would be the case
of an author that introduces many instances of the same SKO into the system by simulating they
are different SKOs. The incentive for this behaviour would be similar to the current situation of
submitting slightly different copies of an article to several journals/conferences at the same time.
That is, the situation of getting credit from several sources, that otherwise would require exclu-
sivity, using a single piece of work. Notice that this attack has no longer sense if it is possible
to have several links to a single SKO from several journals/conferences at the same time. In that
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case, in OpinioNet the situation of having several copies of an SKO linked by several journals and
the situation of having a single SKO linked by those same journals are equivalent.

Clearly, the effects of this attack are difficult to maintain by the attacker. Being the SKOs
persistent objects, the risk of being caught is very high and the consequences on the reputation of
the attacker can be catastrophic. This attack can be combined with the “reputation lag exploitation”
attack, consisting of exploiting the time lag between the service provision and the corresponding
rating’s effect. The scenario would be that of a researcher that uses a proliferation and a reputation
lag exploitation attack to (i) increase her reputation and (ii) before this is detected (iii) use it to
obtain, for example, a better job or an award. This scenario however, is quite unrealistic and the
balance between the possible benefits, the associated punishment and the high probability of being
detected makes the attack a non rational option.

5.2 Final Remarks

We have seen that OpinioNet, as it is now, is already providing protection against attacks at a sim-
ilar level of current state of the art computational trust and reputation models. We have detected,
however, several elements that could be integrated into the system to improve the level of protec-
tion. Notice that these elements could be integrated with the same benefits into any computational
trust and reputation model. Specifically one could:

• Add a pattern mining module that allows to detect collusion patterns as well as dynamic
personality attacks.

• Add a social layer that, together with the pattern mining module, should speed up the detec-
tion of some forms of attack (specially those that are combined with collusion). Although
part of the information that ideally would be nice to have in the social network in a Liquid-
Pub context is (and should remain being) private, there is also a big amount of information
that can be used and that is already public like for example the affiliation to institutions
or co-authoring of SKOs. This information can be accessible directly from the LiquidPub
system (in the case of co-authoring) or by searching the web.

Finally, we could analytically and using simulation, test different properties of the OpinioNet
aggregation mechanism to see if attacks like proliferation can be an issue for a LiquidPub system.
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Chapter 6

Evaluation

This chapter presents our proposal for evaluating the OpinioNet algorithm of this deliverable. Un-
fortunately, obtaining real data from existing conference management databases, publishers, jour-
nals, conferences, workshops, etc. has been a very hectic and fruitless task. For this main reason,
along with our interest in testing the impact of the proposed mechanism on encouraging ‘good’
research behavior (as it has been defined by Section 2.3), we choose to simulate the evolution of a
research community.

The rest of this chapter is divided as follows: Section 6.1 introduces our basic view on simu-
lating the evolution of a research community; Section 6.2 provides a gentle introduction by pre-
senting the simulator as a black box; Section 6.3 explains the details of the simulation algorithm;
Section 6.4 outlines the assumptions made by the simulator and the hypotheses it is designed to
validate; and Section 6.5 presents our preliminary results.

6.1 Simulation of Research Communities

To simulate the evolution of research communities is to simulate the evolution of the LP graph
along time.1 We define the LP graph as follows: LP = 〈N,G,O,E,A,T,O,P,V ,C ,F 〉, where
N is the set of SKO nodes, G is the set of researchers, O is the set of opinions,2 E is the evaluation
space over which opinions are defined, A are the attributes that opinions may address, T represents
calendar time, O ⊆ G×N specifies which researcher owns which SKO node (i.e. (r,n) ∈ O ,
where r ∈ G and n ∈ N, represents r as being the owner of n), P ⊆ N×N specifies which SKO
nodes are part of the structure of which others (i.e. (n,n′) ∈P , where n,n′ ∈ N, represents n
as being part of n′), V ⊆ N×N specifies which SKO nodes are a version of which others (i.e.
(n,n′) ∈ V , where n,n′ ∈ N, represents n as being a different version of n′), C ⊆ N×N specifies
which SKO nodes cite which others (i.e. (n,n′) ∈ C , where n,n′ ∈ N, represents n as citing n′),
and F : G×N×A×T → O is a relation that links a given researcher, node, attribute, and time to
their corresponding opinion. We note that the LiquidPub structural graph SG defined in Chapter 4

1This assumes that the LP graph can be rich enough to represent all major actions of a research community.
2Note that for simplification, the current simulation assumes that opinions are separate entities from traditional

SKOs. However, in theory, an opinion (or review) should simply be a different type of SKO. This is straightforward to
achieve, and the only difference this implies is a more complex notation.
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is simply a subset of the LP graph, which includes additional information on citations, versioning,
and authorship. While the ‘part of’ relation is crucial for opinion propagation, the additional
relations are needed for calculating the final liquid metrics. For example, the citations are used to
infer new opinions, versioning is used to highlight which SKOs to consider when computing an
author’s reputation, and so on.

The evolution of the LP graph, ELP, is then defined by the different instances of the LP graph
at sequential time-steps: ELP = {LPt0 ,LPt1 , · · ·}. At each time-step, the LP graph may change as
a result of various actions. An outline of these actions is presented below:

• Add/Delete a researcher, where researchers are elements of the set G and the role of a
researcher depends on the type of the SKO it owns: if the node represented a conference,
then the owner may be viewed as the chair; if it represented a conference proceedings, then
the owner may be viewed as the editor; if it represented a paper, then the owner may be
viewed as an author; if it represented a review, then the owner is viewed as a reviewer; etc.

• Add/Delete an SKO, where SKOs are elements of the set N and they can represent research
papers, journals, journal issues, reviews, etc.

• Add/Delete opinions, where opinions are elements of the set O

• Add/Delete an owns relation, an element of O , that describes who is the owner of which
SKO

• Add/Delete a part of relation, an element of P , that describes which SKO is a part of which
other

• Add/Delete a version of relation, an element of V , that describes which SKO is a version of
which other

• Add/Delete a cites relation, an element of C , that describes which SKO cites which other

• Add/Delete a reviews relation, an element of F , that describes which SKO is a review of
which other

To be precise, the evolution of a research community is influenced by the behaviour of its
members, who are responsible for executing the actions detailed above. Hence, we say the be-
haviour of researchers may be categorised into different profiles that are defined through a set
of parameters, which we define in Section 6.2.3, and it is researchers’ behaviour that drives the
evolution of a research community.

The main goal of the simulation is then to analyse different user behaviour and how it affects
the evolution of a research community, and more precisely, how it influences the development
of reputation along time. We are interested in studying whether different patterns of behaviour
result in better reputation development than others, which (if true) could imply an incentive for re-
searchers to adopt specific behaviour. Additionally, with a simulated LP system, it is also possible
to compare the OpinioNet’s reputation measures to existing ones, such as the h-index for comput-
ing authors’ reputation, the SARA citation-based measure for computing authors’ reputation, the
CiteRank citation-based measure for computing papers’ reputation, etc.

The following section provides a general introduction to our simulator by presenting as a black
box and introducing its basic requirements.
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6.2 Simulation Basics

In theory, it is researchers’ behaviour (defined through their profiles) that would influence the
creation and evolution of papers, journals, and, eventually, fields of research. However, to keep
the simulation simple, our example focuses on the evolution of one specific aspect of a research
community—namely, the growth of the community’s contributions (SKOs)—and neglects other
aspects that are not deemed crucial for the evaluation of the reputation module—such as the rise
and fall of the community itself, its journals, its fields of research, etc. As such, and for the sake
of simplifying the simulation, we choose to simulate a single community with a fixed number of
researchers researching a given subject; we say it is the researchers’ profiles that control the pro-
duction and dissemination of single contributions; and we keep the number of journals that could
accept/reject these contributions fixed. In other words, we say one ‘excellent’ journal is sufficient
to represent the acceptance of a contribution by any ‘excellent’ journal. We argue that since our
current interest is in the future of authors’ contributions (such as papers or book chapters), the
number of journals becomes irrelevant: what is crucial is the quality of the journals (if any) that
accept the authors’ contributions.

In what follows, we provide definitions to two of the simulator’s required inputs: the journals’
and the researchers’ profiles.

6.2.1 The Simulator’s Input and Output

The simulator requires the following tuple as input:

〈LP0,J,U,J ,U ,CL,TS〉

where,

• LP0 describes the initial state of the system (or the initial LP graph), which should include
at least a fixed number of researchers and journals

• J describes the set of journal profiles, which we define shortly

• U describes the set of researcher profiles, which we also define shortly

• J ⊆ N× J is a function that maps a journal in N (where N is the set of SKOs in LP0) to a
journal profile in J

• U ⊆ G×U is a function that maps a researcher in G (where G is the set of researchers in
LP0) to a researcher profile in U

• CL describes how many SKOs one SKO cites, and it is specified as a Gaussian function
over the set of natural numbers N

• TS ∈ N∗ describes the number of years to be simulated

The evolution of the LP graph is then simulated following the above input and presented as
the simulator’s output: ELP = {LP0, · · · ,LPTS}.
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6.2.2 Journal Profiles

Journals are categorised through profiles that define their quality, along with their required number
of reviewers. A journal’s profile j ∈ J is defined as the tuple:

j = 〈J,AT,RN〉

where,

• J describes the quality of the journal, and it is specified as a probability distribution over the
evaluation space E

• RN describes the number of reviewers needed to review an SKO, and it is specified as a
Gaussian function over the set of natural numbers N

We say the rules for accepting/rejecting contributions depends on the quality of the journal J.
For example, very good journals are very strict about the quality of the papers they accept, other
lower quality ones are not as strict. Hence, a journal’s acceptance threshold AT may be defined
in terms of its quality J (a preliminary definition could be to have AT= EMD(J,T), where EMD
represents the earth mover’s distance, T = 1

|E| , and E is the evaluation space).

6.2.3 Researcher Profiles

Similar to journals, researchers’ behaviour is also categorised through profiles that define their
quality, their productivity, etc. A researcher’s profile u ∈U is defined as the tuple:

u = 〈Q,RP,CN,C,CA,CP,SC,V,SS,RvP,RV,RT〉

where,

• Q describes the researcher’s research quality, and it is specified as a probability distribution
over the evaluation space E; note that this assumes that researchers have a fixed and ‘in-
trinsic’ quality of research, and the need for such a value is argued by Section 6.4, which
summarises the assumptions made by our simulator

• RP describes the research productivity in terms of the produced number of contributions
(SKOs) per year, and it is specified as a Gaussian function over the set of natural numbers N

• CN describes the researcher’s usual number of coauthors per contribution, and it is specified
as a Gaussian function over the set of natural numbers N

• C describes the accepted research quality of coauthors, and it is specified as a probability
distribution over the evaluation space E;

• CA describes the accepted affinity level of coauthors, and the range of its value is the interval
[0,1], where the value 0 represents minimum affinity and the value 1 represents maximum
affinity (note that, currently, the affinity measure describes how close are two researchers’
profiles; however, in future simulations, one may also consider affinity measures that de-
scribe how close are two researchers with respect to numerous social relations)
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• CP describes the level of persistency in sticking with old coauthors, it is defined in terms of
the number of past SKOs that two researchers have coauthored together, and it is specified
as a Gaussian function over the set of natural numbers N

• SC may be used to describe the percentage of citations that are self citations, and it is not
specified yet, since this is intended for future use

• V may be used to describe the versioning frequency of this researcher (in other words, it
describes how often does the author produce SKOs that are simply a different version of an
already existing ones), and it is not specified yet, since this is intended for future use

• SS describes the submission strategy of the researcher, and the range of its value is the
interval [−1,+1], where a value −1 represents an extreme ‘risk-averse’ strategy in which
the researcher does not submit an SKO to any journal unless its SKO is of the highest
quality possible, a value of +1 represents an extreme ‘risk-seeking’ strategy in which the
researcher doesn’t mind submitting an SKO to a journal of much higher quality, and the
value 0 represents a more neutral approach in which the researcher usually submits its SKOs
to journals of the same quality (of course, values in between represent different levels of
risk-averse and risk-seeking strategies)

• RvP describes the researcher’s review productivity in terms of the number of SKOs the
researcher accepts to review per year, and it is specified as a Gaussian function over the set
of natural numbers N

• RV describes the review quality in terms of how close the researcher’s reviews are from the
true quality of the SKOs in question, it is defined in terms of the variance that is added to
the true quality of the SKO in question, and the range of its value is the interval [−1,+1],

• RT describes the reviewers’ threshold for accepting to review an SKO for a given journal, it
is defined in terms of the earth mover’s distance between the reviewer’s quality of research
and that of the journal’s, and the range of its value is the interval [0,1],

We note that although the researchers’ profiles may seem too complex, (1) many ideas have
already been overly simplified, as illustrated by Section 6.4.1 and (2) additional simplifications are
straightforward. What we present here is basically a preliminary proposal of our plan of work. We
believe that, as we start obtaining further results, it will become clearer which aspects will need to
be simplified further and vice versa.

6.3 Simulation Algorithm

While the previous section has introduced the simulator as a black box, this section presents the
details of the simulation algorithm. In what follows, we explain the steps of this algorithm, which
are also illustrated visually by Figure 6.1, and presented in detail by the annotated Algorithms 3–
8. We note that Algorithm 3 represents the main simulation, whose steps are detailed below.
Algorithms 4–8 are then invoked by Algorithm 3 to execute various steps of the main simulation.
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Y ≤ TS?

Y = Y − 1

For this year,
create sets of coauthors C,

following Algorithm 4.

C 6= ∅∧
Ci ∈ C?

Add the SKO ni, with its list of
authors Ci to the LP Y graph

Is opinion O
good enough
for journal j?

Select reviewers for SKO ni,
based on their availability and

quality (Algorithm 8).

Generate the reviewers’
opinions about SKO ni based

on how good they are.

Aggregate reviewers’ opinions
into one final measure: O.

Accept the journal. Reject the journal.

Select journal j to submit nito,
following submission strategy

of authors (Algorithm 7).

Calculate the true quality of
SKO ni, based on the quality
of its authors (Algorithm 5).

Select a set of other SKOs for
ni to cite (Algorithm 6),
and let ni link to them.

C = C\{Ci}

END
output:ELP = 〈LP 0, · · · , LP Y 〉

NO

YES

YES

NO

NOYES

START
input:〈LP 0, J, U,J ,U ,CL,TS〉

Start with the simulation
year: Y = 1.

Figure 6.1: The simulation algorithm (simplified)
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1. Generate the groups of coauthors for the given year
The idea is that each group of coauthors will produce one SKO that will then be added to
the LP graph, along with the necessary authorship links (Algorithm 3). And the process of
selecting the groups of coauthors is detailed by Algorithm 4. In summary, the algorithm
selects the authors one by one, giving the authors that intend to write more papers this year
(specified by the research productivity RP of the researcher) a higher probability of being
selected first. Then, for each selected author, the algorithm searches, in an iterated manner,
for a suitable group of coauthors, where the ‘suitability’ is based on the restrictions imposed
by each researcher through its preferred number of coauthors (CN), the accepted quality
of coauthors (C), the accepted affinity of coauthors (CA), and the accepted persistency
of coauthors (CP)). The algorithm iterates until all researchers are assigned to as many
coalitions as needed.

2. Then, for each SKO, the simulator performs the following:

(a) Calculate the intrinsic quality of the SKO
We base our simulation on the idea that SKOs have a true quality that researchers (and
reviewers) often try to guess. Of course, in reality, this value does not exist. How-
ever, simulation may assume such values to compare and analyse the performance of
researchers (note that the following section addresses the assumptions of our proposed
simulator in detail). This step of calculating the true value of an SKO is carried out
by Algorithm 5. We assume that when researchers from various qualities (where a
researcher’s true quality is specified by the parameter Q) are grouped together then the
resulting SKO’s true value would be an aggregation of the researchers’ true value.

(b) Choose the SKOs to cite
Choosing the SKOs to cite would result in adding citation links to the LP graph, as
illustrated by Algorithm 3. The selection of the citations is performed by Algorithm 6,
which is based on the preferential attachment of the other SKOs in the citation network,
the true quality of the SKOs, and the recency of the SKOs (note that if the set of nodes
N of LP0 did not contain any SKOs, then during the first time-step of the simulation,
SKOs can only cite others SKOs from that same time-step). Of course, different weight
may be given for each.

(c) Choose the journal to submit the SKO to
After an SKO is created, and all the authors and citations links are established, the SKO
is submitted to some journal. Selecting this journal is performed by Algorithm 7. The
selection assumes that researchers tend to have certain submission strategies (speci-
fied through the parameter SS), and the submission strategy for a given journal is an
aggregation of its authors’. Although, in fields that are known to have an enormous
number of authors per paper,3 and by the law of large numbers, the simple aggregation
method of the authors’ SS values would fail since it would result in similar values for
all papers. In such cases, it might be useful to calculate the resulting submission strat-
egy by adopting it from the leading author. In any case, the final calculated submission
strategy is then used to help select the journal to submit to by enforcing constraints on
the distance between the SKO’s true quality (calculated by step 2(a) above) and that of
the journal’s (J).

3It is not uncommon for Physics articles to have a few thousand authors each!
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(d) Choose the reviewers to review the SKO
This action is carried out by Algorithm 8, which based the selection on the number
of reviews needed RN, the availability of the reviewers (researchers are assumed to
review a certain number of SKOs per year, determined by RvP, and they accept the
journals’ requests to review SKOs based on a first come first serve basis), the quality of
the researcher Q, the quality of the journal J, and the reviewer’s threshold for accepting
a journal (RT).

(e) Generate the reviewers’ opinions (reviews) about the SKO in question
Reviewers’ opinions are based on the intrinsic quality of the SKO (calculated by step
2.(a). above) and the researcher’s review quality (RV), which determines how close the
review would be from the SKO’s true value. This step is performed by Algorithm 3.

(f) Accept/Reject the SKO for the chose journal
This calculation is based on the quality of the journal J, the journal’s acceptance
threshold (AT), and the reviewers’ aggregated opinions, where the aggregation take
into consideration the reviewers’ reputation at the time. This step is also carried out
by Algorithm 3. Note that if the SKO is accepted, then it is linked (in the LP graph) to
the journal through the part of relation.

3. Repeat the entire process for the following year (note that the algorithm terminates after
simulating a pre-defined number of years, or time-steps).

The Liquid Journal Use Case The algorithm above simulates the behaviour of the current pub-
lications paradigm and its peer review process. For simulating the evolution of Liquid Journals [3],
the following steps are appended to the algorithm:

2. For each SKO that has been created by step 1 above, the simulator performs the following:

(g) The SKO is linked to by Liquid Journals
In addition to the traditional submission process, the SKO may be linked to by (zero
or more) liquid journals. This, of course, requires the introduction of a new category
of journals: the liquid one. The only difference between traditional journals and liquid
ones is in how these journals link to their SKOs. We say if the SKO’s quality is
close to some liquid journal, then it will be cited by it (naturally, some randomness is
introduced to make the simulation more realistic). We note that the link created is not
the ‘part of’ relation, but the ‘cites’ relation, since these links are similar in concept to
bookmarks/citations/etc.

(h) Tag the SKO by interested readers
In the Liquid Journal use case, researchers may tag SKOs. We assume that the more
tags an SKO receives, then the more interesting it is for the community. Since we
are only simulating reviewers’ behaviour (as opposed to other readers), we say if the
reviewer provided a positive opinion about an SKO, then the reviewer will most likely
tag this SKO.

(i) Add subscriptions to Liquid Journals
Finally, we say the more a Liquid Journal’s SKOs are tagged by a given reviewer, then
the more likely the reviewer will subscribe to this Liquid Journal.
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We note that, in the Liquid Journal use case, the citations, subscriptions, and tags are all addi-
tional sources of information that may be translated into opinions and propagated by the reputation
module.

Algorithm 3 Simulation Algorithm
Require: LP0 = 〈N,G,O,E,A,T,O,P,V ,C ,F 〉 . This is the LP system specification at time-step 0
Require: J = { j | j ∈ N∧ type( j) = journal} . This is the subset of SKOs representing the journals in the LP system
Require: RPr . This is a Gaussian function over N describing the research productivity of researcher r ∈ G
Require: RVr . This is a Gaussian function describing the review quality of researcher r ∈ G
Require: AT j . This is a Gaussian function over [0,1] describing the acceptance threshold of journal j ∈ J
Require: J j . This is a probability distribution over E describing the quality of the journal j ∈ J
Require: T(ei) = {1, if ei = |E|; 0, otherwise} . This probability distribution describes the ideal research quality
Require: EMD : 2P(E)×2P(E)→ [0,1] . This calculates the earth mover’s distance between two distributions
Require: selectGF(F) . Generates a random number following the Gaussian function F
Require: reputationt(r) . This is the reputation of the researcher r at time t, as calculated by the OpinioNet algorithm
Require: TS ∈ N . This represents the simulation’s number of time-steps in term of calendar years

x = |N|+1 . We assume existing SKO nodes are labeled accordingly: N = {n1, · · · ,n|N|}
t = 1
while t ≤ TS do

RN = {cr | ∀r ∈ G · cr = selectGF(RvPr)∧ cr 6= 0} . Calculates the number or reviews per person
PR = {r | cr ∈ RN} . The set of potential reviewers PR is based on the number of reviews per person
C = coalitions(G) . Creates sets of coauthors C following Algorithm 4
for Ci ∈C do

N = N∪{nx} . Creates the SKO nx
for a ∈Ci do . Assigns the set of authors Ci to the SKO nx

O = O ∪{(a,nx)}
end for
otrue(nx) = tvalue(Ci) . Calculates the true value otrue(nx) ∈ 2P(E) for SKO nx following Algorithm 5
O = O∪{otrue(nx)}
N′ = citations(nx) . Select a set of SKOs N′ ⊂ N that nx should cite following Algorithm 6
for n′ ∈ N′ do . Creates the citations of SKO nx that link to the SKOs of set N′

C = C ∪{(nx,n′)}
end for
j = journal(nx,J) . Selects the journal j to submit the SKO nx to following Algorithm 7
〈R,PR2,RN2〉= reviewers( j,PR,RN) . Selects the set of reviewers R⊂ G following Algorithm 8
PR = PR2
RN = RN2
for r ∈ R do . Generate the reviewers’ opinions about SKO nx
∀e ∈ E · o(e) = otrue(nx)(e)× (1+ selectGF(RVr))
O(e) = o(e)

∑
e∈E

o(e)

ot
r(nx) = O

O = O∪{ot
r(nx)}

end for
ot(nx) = ∑

r∈R
reputationt(r) ·ot

r(nx) . Aggregate reviewers’ opinions based on their reliability/reputation

ε = selectGF(AT j) . Calculates the journal’s acceptance threshold ε

if (EMD(ot(nx),J j)≤ ε) ∨ (EMD(J j,T)−EMD(ot(nx),T) > ε) then . Decide on accept/reject
P = P ∪{(nx, j)}

end if
x = x+1

end for
t = t +1

end while
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Algorithm 4 The coalitions(G) function that is responsible for creating groups of coauthors
Require: µF . This is the expected value of the Gaussian function F
Require: γX . This is the weight given to the probability distribution PX
Require: selectPD(P) . Generates a random number following the probability distribution P
Require: selectGF(F) . Generates a random number following the Gaussian function F
Require: R(GF) = µGF ±σGF . Computes a range based on the µ and σ values of the Gaussian function GF

A = G
∀a ∈ A · ca = selectGF(RPa) . Chooses the number of SKOs to be written by author a this year
D = ∑

a∈A
ca

∀a ∈ A · A(a) = ca
D . Constructs the probability distribution A specifying the preference for selecting authors

N = 1
while D > 0 do

CN = {}
k = selectPD(A) . Chooses the author k according to the probability distribution A
ck = ck−1
if ck = 0 then . Updates A accordingly

A = A\{k}
end if
A(k) = ck

D−1 . Updates A accordingly
∀a ∈ A\{k} · A(a) = D

D−1 ·A(a)
D = D−1
CN = CN ∪{k}
x = selectGF(CNk) . Choose the number of coauthors x
RCN = R(CNk), RC = R(Ck), RCA = R(CAk), and RCP = R(CPk) . Calculates ranges for coauthors
A′ = {}
for a ∈ A\{k} do

W = RCN∩R(CNa), X = RC∩R(Ca), Y = RCA∩R(CAa), and Z = RCP∩R(CPa)
if W 6= /0∧X 6= /0∧Y 6= /0∧Z 6= /0 then . If author fits the ranges, accepts it and update the ranges

RCN = W , RC = X , RCA = Y , and RCP = Z
A′ = A′∪{a}

end if
end for
∀a ∈ A′ · PC(a) = µCa

∑
a′∈A′

µCa′
∧PCA(a) = µCAa

∑
a′∈A′

µCAa′
∧PCP(a) = µCPa

∑
a′∈A′

µCPa′

∀a ∈ A′ · P(a) = γC·PC(a)+γCA·PCA(a)+γCP·PCP(a)
γC+γCA+γCP

. Constructs P for selecting coauthors
while x > 0 do

c = selectPD(P) . Selects coauthor c

∀a ∈ A′\{c} · P(a) =
γC·

PC(a)
1−PC(c) +γCA·

PCA(a)
1−PCA(c) +γCP·

PCP(a)
1−PCP(c)

γC+γCA+γCP
. Updates P accordingly

P(c) = 0
cc = cc−1
if cc = 0 then

A = A\{c}
end if
A(c) = cc

D−1 . Updates A accordingly
∀a ∈ A\{c} | A(a) = D

D−1 ·A(a)
D = D−1
CN = CN ∪{c}
x = x−1

end while
N = N +1

end while
return {C1, · · · ,CN}
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Algorithm 5 The tvalue(A) function that calculates the true value of an SKO authored by A⊂ G
Require: A . This is the set of coauthors
Require: E . This is the evaluation space for the probability distributions describing the quality of research
Require: Qa . This is a probability distribution over E describing the quality of the researcher a
Require: T(ei) = {1, if ei = |E|; 0, otherwise} . This probability distribution describes the ideal research quality
Require: selectGF(F) . Generates a random number following the Gaussian function F
Require: order set . This is a function that sorts, in an increasing order, a set of values in R
Require: EMD : 2P(E)×2P(E)→ [0,1] . This calculates the earth mover’s distance between two distributions
Require: mean . Calculates the mean for a set of probability distributions; e.g. mean({Qa|a ∈ A}) = ∑

a∈A
Qa / |a ∈ A|

Require: superadd . This is a superadditive function; e.g. it may return the distribution with the highest reputation
Pa = Qa +noise
L = order set({EMD(Pa,T)|a ∈ A}) . Orders the earth mover’s distances describing the authors’ true value

G =
2
|L|
∑

i=1
i·L(i)

|L|
|L|
∑

i=1
L(i)

+ |L|+1
|L| . Calculates the Gini coefficient over L, which is a measure of statistical dispersion

X = G ·mean({Pa|a ∈ A})+(1−G) · superadd({Pa|a ∈ A}) . Calculates the SKO’s true value
return X

Algorithm 6 The citations(n) function that selects a set of SKOs for the SKO n to cite
Require: n . n is an SKO
Require: J . J is the set of all journals
Require: CL . This is the average number of SKOs that a given SKO should cite
Require: otrue(x) . This is a probability distribution over the space E describing the true value of the SKO x
Require: citations(x) . This is the total number of citations that the SKO x has received
Require: recency(x) . The is the date when the SKO x was created
Require: γX . This is the weight given to the probability distribution PX
Require: T(ei) = {1, if ei = |E|; 0, otherwise} . This probability distribution describes the ideal research quality
Require: EMD : 2P(E)×2P(E)→ [0,1] . This calculates the earth mover’s distance between two distributions
Require: selectPD(P) . Generates a random number following the probability distribution P
Require: selectGF(F) . Generates a random number following the Gaussian function F

CN = selectGF(CL) . Calculates the number of citations
∀n′∈N\(J∪{n}) ·P1(n′)=

citations(n′)
∑

n′′∈N\(J∪{n})
citations(n′′) ∧P2(n′)=

1−EMD(otrue(n′),T)
∑

n′′∈N\(J∪{n})
1−EMD(otrue(n′′),T) ∧P3(n′)=

recency(n′)
∑

n′′∈N\(J∪{n})
recency(n′′)

∀n′ ∈ N\(J∪{n}) · P(n′) = γ1·P1(n′)+γ2·P2(n′)+γ3·P3(n′)
γ1+γ2+γ3

. Constructs probability distribution P for selecting citations
C = {}
while CN > 0 do

ni = selectPD(P) . Selects a citation ni according to the probability distribution P

∀n′ ∈ N\(J∪{n}∪{ni}) · P(n′) =
γ1·

P1(n′)
1−P1(ni)

+γ2·
P2(n′)

1−P2(ni)
+γ3·

P3(n′)
1−P3(ni)

γ1+γ2+γ3
. Updates P accordingly

P(ni) = 0
C = C∪{ni}
CN = CN−1

end while
return C

6.4 Assumptions and Hypotheses

After introducing the proposed simulation algorithm, and before moving on to the experiments and
results, this section is intended to clarify our stance by highlighting and discussing the assumptions
we make as well as clarifying the claims the simulation algorithm is designed to validate.
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Algorithm 7 The journal(n,J) function that is responsible for selecting a journal to submit n to
Require: n . n is an SKO
Require: J . J is the set of all journals
Require: J j . This is a probability distribution over E describing the quality of the journal j ∈ J
Require: O ⊆ G×N . This relation links researchers in G to the SKOs they own in N
Require: otrue(x) . This is a probability distribution over the space E describing the true value of the SKO x
Require: SSa ∈ [−1,1] . This represents the submission strategy of the author a
Require: T(ei) = {1, if ei = |E|; 0, otherwise} . This probability distribution describes the ideal research quality
Require: order set . This is a function that sorts, in an increasing order, a set of values in R
Require: EMD : 2P(E)×2P(E)→ [0,1] . This calculates the earth mover’s distance between two distributions

SSn = ∑
(a,n)∈O

SSa
|{a | (a,n)∈O}| . Compute the submission strategy of the SKO n by aggregating those of its coauthors

L = order set({rank j | rank j = EMD(J j,T)∧ j ∈ J}) . Sorts the set of journals based on their rank
i = 1
for i≤ |L|∧L(i) = rank j do

if SSn > 0∧EMD(otrue(n),T) > EMD(J j,T)∧EMD(otrue(n),J j) < SSn ·EMD(J j,T) then
return j . This is the case of following a ‘risk seeking’ strategy

else if SSn≤0∧EMD(otrue(n),T)≤EMD(J j,T)∧EMD(otrue(n),J j)≥−(SSn ·EMD(J j,T)) then
return j . This is the case of following a ‘risk averse’ (and a ‘risk neutral’) strategy

end if
i = i+1

end for

6.4.1 Assumptions

As discussed earlier, trying to simulate the real behaviour of researchers requires a thorough study
of various aspects, from how people choose their coauthors and how they choose where to submit
their work, to how do journals select reviewers, and how is the quality of a paper related to the
research quality of its authors. We argue that the proposed simulation algorithm is sophisticated
enough to capture the actions that have an impact on reputation measures, yet it is simplified
enough to overlook unnecessary complicated behaviour. As a result, a bunch of assumptions are
made, which are listed by Figure 6.2 and discussed below. We note that many of the fixed values
that we refer to in our assumptions are in fact either drawn from a pre-defined Gaussian function,
or some noise is added to them to make our scenarios more realistic.

On the Static Nature of the Research Community. We say both the community and the re-
searchers’ behaviour are static: researchers do not join or leave the community (Assumption 1);
journals do not evolve and die (Assumption 2); the field of research is fixed (Assumption 3); each
SKO cites a fixed number of other SKOs (Assumption 6); a researcher’s productivity does not
change with time (Assumption 4); a researcher’s quality of research does not evolve with time
(Assumption 8); a researcher’s review productivity does not evolve with time (Assumption 14): a
researcher’s review quality does not evolve with time and his reviews always fall at a fixed dis-
tance from that of the true quality of the SKO being reviewed (Assumption 17); a researcher’s
submission strategy does not evolve with time (Assumption 12); a researcher’s acceptable journal
quality for reviewing SKOs is fixed (Assumption 15); and journals do not evolve and they always
accept papers of the same quality (Assumption 20).

These assumptions are introduced to keep the simulation simple. To keep the simulation more
realistic, some randomness is introduced when generating the measures specifying a ‘fixed’ be-
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Algorithm 8 The reviewers( j,R,RN) function that selects a set of reviewers for an SKO
Require: j . This is the journal that is selecting the reviewers
Require: R . This is the set of available reviewers
Require: RN . This is the set that counts the remaining number of reviews that each researcher can perform
Require: RTr . This is a Gaussian function describing the threshold for a reviewer r to accept reviewing for a journal
Require: RN j . This is a Gaussian function describing the number of reviews that each paper should receive
Require: Qr . This is a probability distribution over E describing the quality of the researcher r
Require: J j . This is a probability distribution over E describing the quality of the journal j ∈ J
Require: T(ei) = {1, if ei = |E|; 0, otherwise} . This probability distribution describes the ideal research quality
Require: EMD : 2P(E)×2P(E)→ [0,1] . This calculates the earth mover’s distance between two distributions
Require: selectPD(P) . Generates a random number following the probability distribution P
Require: selectGF(F) . Generates a random number following the Gaussian function F

RN2 = {r | r ∈ R∧EMD(Qr,T)≤ (EMD(J j,T)+ selectGF(RTr))} . Selects the acceptable reviewers

∀r ∈ RN2 · P(r) = 1−EMD(Qr ,T)
∑

r′∈RN2

1−EMD(Qr′ ,T) . Construct the probability distribution P for selecting reviewers

NoR = selectGF(RN j) . Choose the number of required reviewers for the current paper
DR = 1
while DR ≤ NoR do

S = {}
k = selectPD(P) . Choose the reviewer k according to the probability distribution P
∃ck ∈ RN · c′k = ck−1
if c′k = 0 then . Updates R and RN accordingly

RN = RN\{ck}
R = R\{k}

else
RN = (RN\{ck})∪{c′k}

end if
∀r ∈ R\{k} · P(r) = P(r)

1−P(k) . Updates P accordingly
P(k) = 0
S = S∪{k}
DR = DR +1

end while
return 〈S,R,RN〉

haviour. Nevertheless, the behaviour remains constant on average. We postpone the study of
dynamic and evolving behaviour for future work.

On Selecting Coauthors. Selecting the coauthors to collaborate with is usually a complex mat-
ter that depends on a variety of issues, such as the subject of study, the practicality of collaboration,
and so on. Our proposed simulator, however, is not aimed at studying the dynamics of human re-
lations, their collaboration, and coalition formations, but the production of SKOs on an annual
basis. Hence, for simplicity, the production of SKOs assumes researchers produce a fixed number
of SKOs per year (Assumption 4), and coauthor their SKOs with a group of other researchers.
Again, for simplicity, we assume the strategy in selecting coauthors is fixed and that coauthors
are selected based on their quality, their affinity, and their persistence (Assumption 5). Of course,
different weights may be given to each.

On Selecting SKOs to Cite. We assume that most cited papers are more probable to get cited
again, recent papers are more probable to get cited in comparison with old ones, and good quality
papers are more probable to be cited that one with lower qualities (Assumption 7). Again, different
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Assumption 1 The LP graph is composed of a fixed number of researchers with static profiles.

Assumption 2 The LP graph is composed of a fixed number of journals of different qualities.

Assumption 3 The SKOs of the LP graph address a fixed and unique field of research.

Assumption 4 A researcher’s productivity is fixed.

Assumption 5 Authors choose coauthors based on: (1) their usual (and fixed) number of coauthors, (2) their ‘accept-
able’ (and fixed) quality of coauthors, and (3) their (fixed) persistence in re-selecting old coauthors.

Assumption 6 The average number of citations an SKO gives is fixed.

Assumption 7 The SKOs to cite are selected based on: (1) preferential attachment, (2) recency, and (3) quality.

Assumption 8 A researcher’s quality of research is fixed.

Assumption 9 There is a correlation between the true quality of an SKO and the true research quality of all of its
authors.

Assumption 10 The influence of one author on the true quality of its SKO is dependent on its coauthors.

Assumption 11 A submission strategy falls into three categories, with varying degrees: risk seeking, risk averse, and
risk neutral.

Assumption 12 A researcher’s submission strategy is fixed.

Assumption 13 The submission strategy of an SKO is an aggregation of its authors’ strategies.

Assumption 14 Each researcher reviews a fixed number of SKOs each year.

Assumption 15 A researcher’s ‘acceptable’ quality of the journals to review SKOs for is fixed.

Assumption 16 A researcher accepts to review journals on a first come first serve basis.

Assumption 17 A researcher’s quality of review is fixed.

Assumption 18 The group opinion is an aggregation of the individual opinions that considers the reputation of the
reviewers as an indication to their reliability.

Assumption 19 A journal accepts/rejects an SKO based on the reviewers’ opinions only.

Assumption 20 A journal’s ‘acceptable’ quality of SKOs is fixed.

Assumption 21 Each SKO is submitted to a journal at most once.

Figure 6.2: The assumptions made by the current simulator
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weights may be given to each of these dimensions. We also note that, for the sake of simplicity,
the citations are independent of the authors. Naturally, the choice of citations may be complicated
further; however, we believe that for our scenario, further complexity will not result in significant
improvement over the current proposal.

On the True Quality of Researchers and Research Work. Although in reality the true quality
of a researcher is neither definite nor accessible, we do assume that researchers have defined true
and fixed qualities (Assumption 8), since we feel the need to base several other actions on these
qualities. For example, we say the true quality of an SKO is based on the true quality of its authors
(Assumption 9). And this is crucial because we say, for instance, that how good a reviewer is
depends on how close its opinion is from the true quality of the SKO in question.

But how is the true quality of the SKO calculated? We argue that when researchers from
various qualities are grouped together then the resulting SKO’s true (quality) value would be an
aggregation of the researchers’ true (quality) value. However, we also assume that when the
variance in quality is large (where the variance is calculated by the Gini coefficient [34, 42]), the
aggregation tends to follow a mean nature; and when the variance in quality is low, the aggregation
tends to follow a more superadditive nature. The equation we propose for calculating an SKO’s
true value X is then defined as follows:

X = G ·mean({Qa})+(1−G) · superadd({Qa}) (6.1)

where, {Qa} represents the set of all authors’ true value Q, G represents the Gini coefficient, mean
represents any mean function, and superadd represents any superadditive function.45

The superadditivity implies that when a group of researchers in the same quality range are
combined, then they may be able to produce some work that is a little bit better than what each
may produce on their own. However, when very good researchers coauthor papers with very poor
ones, then the poor ones could possibly pull the quality of the produce SKO below the excellent
researcher’s standard quality. In other words, the effect that a single researcher has on the true
quality of an SKO is dependent on its quality of coauthors (Assumption 10).

On Selecting the Journal to Submit an SKO to. We say researchers have different, and fixed,
submission strategies (Assumptions 11 and 12). We define submission strategies following the
prospect theory classification of strategies into risk seeking, risk averse, and risk neutral ones.
The submission strategy of an SKO is then an aggregation of its authors’ (Assumption 13). For
example, if the submission strategy is ‘risk seeking’, then the SKO may be submitted to some
journal which is of better quality than the SKO in question. If the submission strategy is ‘risk
averse’, then the SKO cannot be submitted to a journal unless it is of higher quality. Of course,
varying levels of these strategies are considered.

4We argue that it does not matter much which exact mean or superadditive functions we choose, since the effect of
that would be minute. In any case, we hope future extensive simulations would clarify which choices are better.

5We also note that it is not clear yet whether the proposed approach for calculating SKO’s true values would provide
better results than a simple variance of authors’ quality values. Future extensive simulations could also clarify which
choices are better.
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On Selecting the Reviewers. Journals usually try to get good reviewers, based on availability.
But how do reviewers choose to accept/reject reviewing SKOs for a given journal. We assume that
reviewers accept journals based on a first come first serve basis (Assumption 16), as long as the
journal is of acceptable quality (Assumption 15) and the reviewer is available to do more reviews
(Assumption 14).

On Accepting/Rejecting SKOs for a given Journal. Assumption 19 states that accepting/rejecting
an SKO is only based on the reviewers’ opinions, and not on the number of SKOs submitted, the
acceptance rate, etc. This is necessary because we have already assumed the number of journals
in the LiquidPub system to be fixed (Assumption 2). In other words, we say one journal of a given
quality is enough to represent all potential journals of that same quality.

Furthermore, when accepting/rejecting an SKO, the journal’s editors do not base their deci-
sion on the true quality of the SKO (since this information is not available), but on the aggregated
reviewers’ opinions. When aggregating reviewers’ opinions, Assumption 18 states that the relia-
bility of a review (or opinion) is based on the researcher’s current reputation in his/her community,
rather than how confident it claims to be (which is how the current review process works). We be-
lieve this is a stronger reliability measure since the reviewer does not assess himself, but is assessed
by the community.

On the Fate of SKOs. Finally, Assumption 21 states that, for the sake of simplicity, both ac-
cepted and rejected SKOs are forgotten. Neither of them is submitted to other journals in the
following years; only new SKOs are created each year. In practice these new SKOs would in
fact be a modification of (i.e. a new version of) already existing ones. However, we currently
postpone the simulation of the version of relation that links related SKOs for future simulations.
This assumption is acceptable since the current simulation simply focuses on the number of SKOs
accepted by journals and the quality of the journals that accept them, rather than the evolution of
SKOs.

6.4.2 Hypotheses

In general, the goal of the Liquid Publications project is to promote ‘good’ research behaviour.
Section 2.3 of this document has already presented a general list summarising our view of ‘good’
behaviour.6 However, with the currently implemented LiquidPub system, we can only make a
few claims about the LiquidPub system and its credit attribution model that can be tested by the
proposed simulation. These are defined through the following hypotheses.

Hypothesis 1 It is more profitable to produce few high quality SKOs than several low quality ones.

Hypothesis 2 It is more profitable to follow a ‘risk neutral’ submission strategy.

Hypothesis 3 The more established a researcher’s reputation is, the less susceptible he is to the
selected quality of coauthors.

6A more global view has already been presented by our book chapter, entitled “LiquidPublications and its technical
and legal challenges” [26].
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The first hypothesis implies that it would be more profitable, in terms of reputation, to spend
more time on producing few high quality research papers than numerous papers of lower quality.
This, we believe, is one of the main goals of the Liquid Publications project: to lower the dissem-
ination overhead in researchers’ contributions and to encourage researchers to spend more time
on high quality research, as opposed to wasting time on repackaging already existing ideas for the
sole purpose of increasing reputation.

The second hypothesis implies that it is more profitable (again, in terms of reputation) to
submit one’s contributions to journals that lie in the same quality range of the paper. For instance,
if authors choose journals that are much better, then they end up wasting the community’s time
and resources, and they waste they also waste time before their work is accepted. However, if the
authors choose journals that are of much lower quality that the work submitted, then they miss the
chance of having this work published in more reputable journals. Naturally, proving/disproving
this hypothesis will be influenced by the assumption that SKOs may only be submitted once. We
believe resubmitting usually requires the creation of news versions, which we postpone for future
(more advanced) simulations. Nevertheless, the current simulation may illustrate the effort, time,
and potential gain in reputation that could be wasted by preferring one submission strategy over
another.

Finally, the third hypothesis implies that younger researchers are more susceptible to the qual-
ity of the coauthors they choose; hence, they should be more careful in these decisions. The more
established your reputation is, then the less susceptible you are to the quality of your coauthors.

To validate the claims above, we define three different simulations, one for the validation of
each of these claims. In each of these simulations, we keep the value of the relevant parameter
in the researchers’ profiles fixed while we vary the other values. For instance, the parameter
describing the researcher’s productivity (RP) should be fixed when validating the first hypothesis;
the parameter describing the researcher’s submission strategy (SS) should be fixed for validating
the second hypothesis; and the parameter describing the researcher’s accepted quality of coauthors
(C) should be fixed when validating the third hypothesis. The following section discussed the
details of our simulation examples and their results.

6.5 Results and Analysis

For our preliminary simulation, we choose to simulate a small research community composed of
a fixed set of 20 researchers. The simulation then runs for 10 time-steps, where each time-step
represents one calendar year. In other words, our simulated example represents a fixed community
of 20 researchers with varying behaviour and its evolution over 10 years.

At each time-step, SKOs are added along with their corresponding relations following the
constraints of the various profiles. With the addition of each SKO, the following measures are
calculated:

• the OpinioNet reputation of the SKOs affected by this addition

• the OpinioNet reputation of authors affected by this addition

The evolution of these measures along time is then plotted for further analysis, as illustrated
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shortly. We also note that for future simulations, one can easily calculate the h-index of authors,
and compare the OpinioNet’s results to that of the h-index.

As mentioned earlier, different experiments with different user profiles are used to evaluate
each of our hypothesis. We discuss below our initial evaluation addressing the first two hypotheses.

Evaluating Hypothesis 1. In this experiment, we divide the researchers into 3 groups: (1) those
with a high quality research and low productivity level, (2) those with a medium quality research
and a medium productivity level, and (3) those with low quality research and a high productivity
level. We note that the productivity level represents the number of SKOs produced per year. All
the other values defining the researchers’ profiles are kept fixed. For example, all researchers
share the same criteria in selecting their co-authors. The results of this experiment are presented
by Figure 6.3.
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Figure 6.3: Reputation of researchers of the same quality but varying quantity of SKOs produced

Figure 6.3 shows that those who focus on the quantity cannot do better than those who focus
on the quality of their work. However, if we have two researchers that have the same quality of
work, then it is not very clear whether focusing on quantity would help or not. For this reason, we
run a second experiment, where all the researchers now share the same quality of work, but have
different productivity levels. Four categories of productivity are distinguished: (1) those with very
high productivity level per year, (2) those with an average productivity level per year, (3) those
with a very low productivity level per year, and (4) those who produce an SKO every several years
(around 5 years on average). The results of this experiment are presented by Figure 6.4.

Figure 6.4 illustrates that as long as a researcher is producing SKOs relatively ‘frequent’
enough, then s/he needs not focus on the quantity of their SKOs. However, there is a limit for
this ‘frequency’. For example, we show that researchers who produce only one SKO every 5 years
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Figure 6.4: Reputation of researchers of different quality and varying quantify of SKOs produced

cannot compete with those who are continuously active.

In summary, this experiment confirms hypothesis 1, which states that it is more profitable to
produce few high quality SKOs than several low quality ones; yet, it requires the researcher’s
activity to be alive and not become dormant for long periods of time.

Evaluating Hypothesis 2. In this experiment, we divide the researchers into 3 groups: (1) those
with a ‘risk-seeking’ submission strategy, (2) those with a ‘risk-neutral’ submission strategy, and
(3) those with ‘risk-averse’ submission strategy. All the other values defining their profiles are
kept fixed. For example, all researchers are of a medium-high quality; all researchers share the
same criteria in selecting their co-authors, etc. The results of this experiment are presented by
Figure 6.5.

Figure 6.5 shows that the researchers that are more picky in their selection of the journals to
submit their SKOs to have their reputation fluctuating much more than others. This is because
they risk their work being rejected by some journals, but when they do get published, their gain in
reputation is relatively high.

An intriguing issue to note is that all three groups tend to have a similar reputation after a
long period of time (10 years in this case). We believe that this might be related to the quality of
the researchers. For example, researchers with a very high quality might be better of choosing a
‘risk-seeking’ submission strategy than a ‘risk-averse’ one. We hope future simulations to clarify
this issue.
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Figure 6.5: Reputation of researchers of average quality but with different submission strategies

6.6 Future Work

We note that our results are still preliminary. In the final year, we need to have more intensive
simulations that would help us understand the details and preconditions of hypotheses 1 and 2
better. We also plan to extend our future simulations for testing hypothesis 3, as well as other
research behaviour, such as those laid out in Section 2.3 of this deliverable.
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Chapter 7

Conclusion

This document has presented our proposed approach for tackling the issue of credit attribution in
Liquid Publications. Our contribution has mainly focused on two main issues: (1) the use of novel
information sources for computing the reputation/interest of both researchers and research work,
and (2) the introduction of the notion of liquidity of metrics, or measures, through the OpinioNet
propagation algorithm.

For example, on the novelty of information sources, we propose to use unconventional sources
when computing reputation measures, such as the number of subscriptions, the number of for-
wards, the number of tags, and so on. Chapter 2 has already provided an exhaustive list of potential
information sources. As for the liquidity of metrics, this is induced by the OpinioNet propagation
algorithm of Chapter 4, which implies that any change in the LiquidPub graph would not only
affect the inflicted SKO, but all the related SKOs that fall within a certain vicinity from the former.

A truly interesting aspect of our proposal is its potential impact on researchers’ behaviour.
This deliverable has argued that the proposed LiquidPub credit attribution module is capable of
encouraging ‘good’ research behaviour, which we summarise below:

• On Early Sharing: Researchers are encouraged to share interesting ideas from the outset,
when such ideas can attract the community’s attention, spark interesting discussions/remarks,
and result in the evolution of these ideas into more mature research work. In other words,
the system encourages the early sharing of promising ideas and discourages the sharing
of absurd ideas that would simply introduce noise in the community. This is mainly be-
cause when ideas evolve, the system would simply consider the latest version of some work
(Equation 4.17). If these ideas evolve into ‘good’ research work, then the author is rewarded;
otherwise, his reputation suffers.

With this said, we have to note that the credit attribution module does not (and should not)
keep track of who is planning to, or has the right to, address which research issues. As such,
many researchers will continue to be cautious about sharing their work before it is fully
mature, since they will fear others might take and improve their ideas before they do.

• On Collaboration: We believe that there is a correlation between the true quality of an
SKO and the quality of its authors (Assumption 9), and that the influence of one author on
the true quality of the SKO is dependent on its coauthors (Assumption 10). As such, to ob-
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tain the true quality of an SKO, Algorithm 5 aggregates the quality of the SKO’s authors by
combining ‘mean’ and ‘supper-additive’ aggregation mechanisms, depending on the vari-
ance in the quality of the authors. With these assumptions, we believe researchers will be
encouraged to collaborate with others that would truly increase the quality of their research
work, while it discourages useless collaboration.

We also note that the gain in reputation that a single SKO provides its author with is inversely
proportional to the SKO’s total number of authors (Equation 4.17). As a result, researchers
will tend to look for collaborators that would increase the quality of their work in such a way
that the gain from this work would be larger from (or equal to, in the worst case scenario)
the gain they would have attained if they were to work on this research issue on their own.

• On the Production of New Versions: Our approach for calculating researchers’ reputa-
tion (Equation 4.17) encourages the creation of new versions only when these new versions
provide a worthy contribution (i.e. contributions that may attract new reviews, get accepted
by some journal, and so on). As such, the creation of a new version is deemed worthless
otherwise, discouraging possible dissemination overhead.

• On Quality versus Quantity: Our propagation mechanism illustrates that a single high
quality SKO contributes more to a researcher’s reputation than numerous lower quality ones
(Equation 4.17), giving importance to the impact and quality of work, as opposed to the
quantity. In this sense, researchers are encouraged to spend more time on producing high
quality research than focusing on the number of their publications.

• On Self Plagiarism: We say if one researcher has more than one copy of the same SKO,
and does not link these copies via the version of relation, then other researchers (or research
related bodies) would usually review one of them, cite one of them, accept one of them to
some conference or journal, and so on. Even if all the copies are cited, reviewed, etc. by
the same entity, Equation 4.17 remains resilient against such attacks (see Section 5.1.7 for
a more detailed discussion). In other words, the total gain of the researcher would be the
same as having only one SKO (and even worse in some cases, due to information decay).
However, if the researcher cheats to get the same work published in more than one outlet
(such as journals and conferences) when these outlets require original work, then we believe
spotting and reporting self plagiarism should be tackled by the appropriate reviewers.

• On the Reuse of Existing Material: Given the discussion above on self plagiarism and
the production of new versions, researchers are then encouraged to reuse already existing
material instead of repackaging them, when the repackaging does not truly provide any
worthwhile added value.

• On Submitting SKOs to Journals/Conferences/. . . : Although the submission strategy is
not influenced by the credit attribution module and its equations, the simulation performed
illustrates that researchers are encouraged to submit their SKOs to journals of the same
quality level. We believe submitting SKOs to the appropriate outlet from the beginning
would result in a more efficient review process, since submitted SKOs would be more or
less of the same quality and the number of rejected SKOs that will be resubmitted elsewhere
may be reduced.
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• On Reviewing Others Work: Encouraging researchers to produce more high quality re-
views is important, since we believe that reviews are the most credible source of information
for computing reputation. For simplification, the current implementation of the credit attri-
bution module assumes reviews, or opinions, to be a separate entity than SKOs. In the
future, reviews should be considered to be a different type of SKOs. As such, reviews will
be subjected to opinions themselves, which will result in building a reputation for the re-
viewer role of a researcher. This, we believe, could influence the reputation of the researcher
in general, although the magnitude and context of this influence has not been considered yet.
Then, the reliability of a researcher’s opinion would be a direct result of his reputation as
a reviewer. This provides an incentive for writing good quality reviews: for a researcher
to be heard and have his opinion considered by the community, he has to maintain a good
reputation as a reviewer. This issue, however, is potential future work.

As illustrated earlier in this document, our work in the LiquidPub project is ongoing work, and
the current implementation of the LiquidPub system does not provide, yet, all the information and
actions that we have suggested. As such, our future work will focus on three main issues:

• Use of a larger variety of information sources. We currently make use of citations, opin-
ions/reviews, and subscriptions to journals. As the LiquidPub system provides additional
sources of information, such as the number of comments, the number of forwards, the num-
ber of bookmarks, etc., we plan to incorporate this information into the credit attribution
module and analyse the effects of researcher’s activity on the reputation of research work
and their authors.

• Application to a variety of use cases. We currently apply our work to the traditional journal
submission and acceptance scenario as well as the Liquid Journals use case [3]. In the
following year, we plan to investigate additional use cases, such as Liquid Conferences [25]
and Liquid Books [9].

• Improved and more intensive simulation. Naturally, we plan to continue expanding and
improving our simulation in order to test as much hypotheses as possible.
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